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v Node.js developer & security expert — author, Node.js Secure Coding

v AI security researcher — 40+ CVEs disclosed in npm packages and MCP servers

v Head of Developer Relations at Snyk

% Awarded GitHub Star
% Awarded OpenJS Foundation Pathfinder for Security
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THE NEW BASELINE

Al creates code
at high volumes

A week of code before lunch. The same
agent, at the same speed, ships SSRF, RCE
and path traversal into production.

50%

40%

30%

pAY

10%

Coinbase CEO, on the share of daily AI-

Apr 2025

generated code

Aug 2025
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Al agents are freeing
us from the grunt work
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THE BAD NEWS

Did you outsource responsibility?
security?

claude --dangerously-skip-permissions



Al creates code at high volumes

01

Is it secure?

02

Who reviews
Al code?

03

Consistently
secure code
generation?
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The path to secure code with Al agents

04

“Trust the model” "Just give it skills" “"Use the LLM as Give the LLM a
reviewer" security brain
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SSSSSSS

“Trust the model”



STAGE 01 - EVIDENCE

Is Al-generated code secure?

"36% of Copilot-generated code has a vulnerability”

43

of the JavaScript snippets distinct vulnerability
were vulnerable types observed

Security Weaknesses of Copilot-Generated Code in GitHub Projects: An Empirical Study - Feb 2025
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VJUSTPROMPT 'I'IIE] LLM
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STAGE 01 - EVIDENCE

Is Al-generated code secure?

Security Weaknesses of Copilot-Generated Code in GitHub Projects: An Empirical Study - Feb 2025

T 1039,

of those were fixable by agents
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STAGE 01 - EVIDENCE

Correct and secure are different axes

Half of the functionally correct backend solutions are still insecure

392 62% 93.8%

security-critical backend of the best model's solutions are GPT-5, correct-and-secure in
coding tasks incorrect or insecure default use

BaxBench - ETH ZiUrich SRI / LogicStar - ICML 2025, GPT-5 update Aug 2025 - arXiv:2502.11844
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STAGE 01 - EVIDENCE

The fix is as unreliable as the code

6,080 patches, 6 novel CVEs deliberately outside the training data

26.0% 53.9% 33%

a complete fix with no side effects categorized as F.L.A\W.E.D of the working patches were
fragile, not root-cause fixes

1Password O0ff-by-1 Labs - Frontier Models’ Vulnerability Patches are Often F.L.A.W.E.D. - Aug 2026 - ChatGPT-5.5 +

Opus 4.8
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SSSSSSS

"Just add a rule”



STAGE 02 - WHERE RULES LIVE

Four filenames, one assumption

.cursor/rules/index.mdc CLAUDE.md GEMINI.md AGENTS.md

The assumption: a markdown file the model may or may not read is a security control.
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STAGE 02 - DEMO

One prompt,
one rule file,
different
instructions
every time

Agent Active:
» API Time:
» Tool Time:

Model Usage

../ speakerbook-app-demo

gemini =+ ~
gemini

F maln

&+ &

24.7s
16.2s (65.8%)
8.4s (34.2%)

Reqs Input Tokens Output Tokens

gemini-2.5-pro
Savings Highlight

» Tip: For a full

4 29,126 241
: 12,947 (44.5%) of input tokens were served from the cache, reducing costs.

token breakdown, run ~/stats model’.

(_Update Warp ) A ™
kel :

Y

../ speake

gemini

¥ main

rbook-app-demo

rm GEMINI.md
./ speakerbook-app-demo

P main

©®@® [  Gemini-speakerbook-app-demo  + - (Updatewarp ) A @ ©00 ([  Gemini-speakerbook-app-demo  +
$bQ+ Gemini - speakerbock app demo bt Gemini - speakerbook appdemo
akerbook-app-demo SOV ./speakerbook-app-demo i
ini gemini
+ T have created the GEMINI.md file with a security rule to prevent XSS. Here is the content: 66 ## 3. Avoid Unsafe DOM Manipulation

67
68 - xxNever use “innerHTML®, “outerHTML®, or “document.write()" with

Pp—
2 alwaysApply: true user-controlled content.xx
3 applyTo: "sx" 69 - These methods can execute scripts if the content contains malicious
4 == payloads.
5 70 - Use “textContent or “innerText® instead, as they do not parse the HTML
6 # Project security best practices and are inherently safe.
7 n
& - When accepting user input, always sanitize it to prevent XSS attacks. Use a 72 *xExample:sx
library like “dompurify” on the frontend and a server-side library to sanitize 73

HTML before rendering it.

74 ***javascript
75 // BAD: Vulnerable to XSS
N 76 const container = document.getElementById( " container');

77 container.innerHTML = userInput;
> J] Type your message or apath/to/file 78
Py 79 // GoOD: Safe from XSS
~/projects/repos/speakerbook-app-demo  no sandbox (see  gemini-2.5-pro (99% context 80 const container = document.getElementById('container’);
(mainx) /docs) eft) 81 container.textContent = userInput;
82

(Update warp )

A®
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STAGE 02 - MECHANISM

Non-determinism s
a feature, not a bug

Three plausible completions. One of them is
a DOM XSS sink. The sampler does not know
the difference.

const elem = document.getElementById('msg')

elem.

innerText
innerHTML
textContent

safe
XSS sink

safe
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STAGE 02 - PITFALLS

Why this rule?

# Project security best practices Which output context — HTML body, attribute,

v WriteFile Writing to GEMINI.md

- When accepting user input, always sanitize it to URL, JS?
prevent XSS attacks. Use a library like

' o What did it decide notto write a rule for?
ompurify

on the frontend and a server-side library to How would you test that the agent obeyed it?
sanitize HTML before rendering it.

What is the blast radius of alwaysApply: true?
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STAGE 02 - PITFALLS

Is this a high-quality rule?

The control is wrong It adds a dependency

Output encoding prevents XSS. Sanitization is a A security rule that expands your supply
different, weaker control. chain, unprompted.

Is the package name real? Is it maintained?

Nobody in the loop is checking for hallucinated names Health, ownership and known vulnerabilities are
before install. never consulted.
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STAGE 02 - PITFALLS

Two ways rules fall

01 - Generation noise 02 - Invocation not guaranteed
3x the same prompt = 3 different rule files Nothing enforces that the rule is read

What is the model basing the decision on? Not your Context rot, too much context, and "alwaysApply: true’ is a
threat model. wish, not a gate.
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SSSSSSS

“"Use the LLM
as reviewer"

XoGlinan.fat



STAGE 03 - PITFALL 01

v ReadFile Reading AGENTS.md
Source of

aUthOrity? alwaysApply: true

No rule set. No CWE mapping. No engine. A job You are a security reviewer expert.
title in a markdown file.
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STAGE 03 - WHERE YOU MEET IT

It looks like a tool

Claude Code v2.0.1 - Sonnet 5 - ~/repos

> [security-review

/security-review Complete a security review of the pending

changes on the current branch
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STAGE 03 - WHERE YOU MEET IT

It looks like a tool

Claude Code v2.0.1 - Sonnet 5 - ~/repos

> [security-review
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STAGE 03 - ANATOMY

[security-review
Is just a prompt
A markdown file in your repo

decides what counts as a
vulnerability.

$ cat .claude/commands/security-review.md

You are a senior security engineer conducting a focused
security review of the changes on this branch.

CRITICAL INSTRUCTIONS:

1. MINIMIZE FALSE POSITIVES: only flag issues where you're
>80% confident of actual exploitability

2. AVOID NOISE: skip theoretical issues, style concerns,
or low-impact findings

4. EXCLUSIONS: do NOT report the following issue types:
- Denial of Service, even if it disrupts the service
- Secrets or sensitive data stored on disk
- Rate limiting or resource exhaustion issues
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[} Files

¥ main

Q Gotofile

L errorndnuier.)s
[ rateLimiter.js
[ validator.js

v @ models
[ Note.js
[ Userjs

v [ routes
[ authRoutes.js
[ noteRoutes.js
[ .env.example
Y .gitignore
[ README.md
[ api-testing.http

(9 app.js

‘ Code

O 00 N O U B W N =

N NN NRNNNRRBRRRB B B 2 2 2
O s WNR,R S WVWOWWNOOOWLE WNER®

Blame 57 lines (51 loc) - 1.41 KB

const mongoose = require('mongoose’);

const bcrypt = require('bcryptjs');

const jwt = require('jsonwebtoken');

const UserSchema = new mongoose.Schema({
name: {

1

type: String,

required: [true, 'Please add a name'l,

trim: true,

maxlength: [50, 'Name cannot be more than 5@ characters']

email: {

b

type: String,

required: [true, 'Please add an email'l,

unique: true,

match: [
/2\W( [\ =]1 2\w ) x@\w+ ([N =1 2\w4) (N \w{2, 3}) +$/,
'Please add a valid email'

1,

lowercase: true

password: {

type: String,

required: [true, 'Please add a password'],

minlength: [8, 'Password must be at least 8 characters'],
select: false

Raw
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[] Files

¥ main

Q Go tofile

L) errormanaier.)s
[ rateLimiter.js
[ validator.js

v [ models
[9 Note.js
9 user.js

v [ routes
[ authRoutes.js
[ noteRoutes.js
[ .env.example
[ .gitignore
[ README.md
[ api-testing.http

(9 app.js

 Code | Blame

O 00 N O U & WN =

NNNNNNNRRRRRRRRR R
O Ul B W N BRP G ©O©OW-NOWUAWNIERES

const mongoose = re
const bcrypt = requ
const jwt = require

const UserSchema =
name: {
type: String,

required: [true, 'Please add a name'],

trim: true,
maxlength: [50,
h

57 lines (51 loc) - 1.41 KB

quire('mongoose');
ire('bcryptjs');
('jsonwebtoken');

new mongoose.Schema({

'Name cannot be more than 50 characters']

type: String,

unique: true,
match: [

'Please aau a
1,
lowercase: true

required: [true, 'Please add an email'],

/W N =1 2w+ ) k@\w+( [\ =1 2\w+)*(\.\w{2,3})+$/.

Vailiu cuiaid

h
password: {
type: String,

required: [true, 'Please add a password'],
'Password must be at least 8 characters'],

minlength: [8,
select: false

AcA A A
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STAGE 03 - WHAT IT WALKED PAST

...the regex?

/M\w+ O\ -T2\ w+) *@\w+ (LN L -T2 \w+) * (\ . \w{2, 3F) +$/

X @liran_tal



H @ g ¥ v i b V&

®

v config
Js db.js
~ controllers
Js authController.js
Js noteController.js
> middleware
v models
Js Note.js
Js User.js
> node_modules
v routes
Js authRoutes.js
JS noteRoutes.js
2 env
$ .env.example
.gitignore

api-testing.http
JS app.js

{} package-lock.json

{} package.json
(0 README.md
JS server.js

i .env Js db.js

£ api-testing.http ® [([J --- | @ Response(144375ms) X '\ Js Userjs

= api-testing.http > ...
1 —HWTTR/1.1 401 Unautiiorized

; i Ll 2 Content-Security-Policy: default-src 'self';base-
Send Request uri 'self';font-src 'self' https: data:;form-acti

3 POST http://localhost:5001/api/auth/register I e I I D L

4 User-Agent: vscode-restclient —_ ata:;object-src 'none';script-src 'self';script-s

5 content-type: app1tE§¥TER7E§En rc-attr 'none';style-src 'self' https: 'unsafe-in

6 line' ;upgrade-insecure-requests

7 { 3 Cross-0rigin-Opener-Policy: same-origin

8 "name": "Claude AI", . 4 Cross-0Origin-Resource-Policy: same-origin

9 "email": "aaaaaaaaaaaaaaaaa@aaaaaaaaaaaaaaaaaaa 3 Origin-AgentTCIUSter: 71

10 "password": "Password123!" . 6 Referrer-Policy: no-referrer

11 } 7  Strict-Transport-Security: max-age=15552000; incl

12 1 udeSubDomains

13 . 8 X-Content-Type-Options: nosniff

14 9 X-DNS-Prefetch-Control: off

15 10 X-Download-Options: noopen
11  X-Frame-Options: SAMEORIGIN

16

17 12 X-Permitted-Cross-Domain-Policies: none

PROBLEMS @@  SPELL CHECKER @@ PORTS OUTPUT  DEBUG CONSOLE  TERMINAL  COMMENTS [Jnode ++v [ W -+ ~
at process.processTicksAndRejections (node:internal/process/task_queues:85:11) { u

properties: [Object],

kind: 'regexp',

path: 'email’', I

value: 'aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaa@aaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaa.aaaaaaaaaaaaaaaa
aaaaaaaaaaaaaaaaaaaaaaaa’,

reason: undefined,

[Symbol(mongoose:validatorError)]: true

},
maceana+ 'llecar wvalidatinn failad'
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STAGE 03 - SUMMARY

Four problems with a prompt as your gate

It's just a prompt Review when? Tokens = $$$ Review
No engine, no rule set, no Invoked by a human who Re-reading the codebase conS|stency?
version you can pin. remembers to invoke it. every review, at full price. Run it three times, get three

answers. Let's measure that.
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INTERLUDE - SNYK VULNBENCH JS 1.0

Can LLMs find the
same bugs twice?

vulnbench.com - arxiv.org/abs/2606.15762




VULNBENCH - SETUP

The benchmark setup

The same agentic security review, run 5 times against inspectable JavaScript projects,
scored against a deterministic Snyk Code reference set.

300 10 6 S

scans projects configurations repetitions each

X @liran_tal



VULNBENCH - HEADLINE EVIDENCE

Same code. Same prompt.
Different findings.

Reference-matched findings seen in all five runs 84.8%
134 of 158

Unmatched findings seen in all five runs 13.7%
Unmatched findings seen in only one run 49.7%
8001c161—
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VULNBENCH - EFFICIENCY

5.67x the cost,
lower agreement

Higher session cost did not reliably yield higher
agreement with the Snyk Code reference

set. Spend is a poor shortcut for choosing

a configuration.

Opus 4.7 Max — 5.67x session cost

68.8%

Snyk-reference F1

Opus 4.6 Medium — baseline cost

75.4%

Snyk-reference F1
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Projected model
cost by web
application size

Wordpress Core LOC review cost ranges
roughly $500-$1500 USD spend per run.

PROJECTED
Projected model cost by web application size
Release-wide observed resource rates applied to five pinned web-application size references.

Projected model cost by web application size

A Claude Opus 4.7 Max
$3.084/1k SLOC

+ Claude Sonnet 4.6 High
$1.146/1k SLOC

Claude Opus 4.6 High
$1.083/1k SLOC

@ Claude Sonnet 4.6 Medium
$0.745/1k SLOC

m Claude Opus 4.6 Medium
$0.544/1k SLOC
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Mastodon Zulip WordPress Core Discourse Mattermost
170,480 326,630 476,469 637,925 795,858

Application source lines of code

Mastodon Zulip WordPress Core Discourse Mattermost
170,480 SLOC 326,630 SLOC 476,469 SLOC 637,925 SLOC 795,858 SLOC

Projected cost (USD) Mastodon 170,480 SLOC Snyk Code SAST: N/A Claude Opus 4.6 High: $184.58
Claude Opus 4.6 Medium: $92.72 Claude Opus 4.7 Max: $525.77 Claude Sonnet 4.6 High: $195.31
Claude Sonnet 4.6 Medium: $127.02
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VULNBENCH - TAKEAWAY

An Al review Is
a
— not a verdict.

One run is not a decision. So stop asking the model to be the instrument — and
give it one.
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SSSSSSS

Give the LLM a
security brain

Out: hallucinations.

In: deterministic security.

XoGlinan.fat






STAGE 04 - THE PATTERN

Deterministic tools, enriched context

MCP Hooks Context

Tools, not opinions Enforcement, not Metadata, not memory

Code and dependencies ethuette Up-to-date vulnerability data and
The scan happens regardless of fix guidance, engineered into the
the model's context prompt the agent actually sees.
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Security scanning inside the agent loop

[ X X ) € > ' speakerbook-app-demo | 1= 0 rf’c“kw
L £ P @ v Add feature for importing speaking gigs + O &G -
Let's add a new feature - allow speakers to provide a URL

from which they import their speaking gigs from a JSON
¥ index.mde u file

~ .cursor /rules

> .devcontainer NOW I'll 300 TNe IMPOort TUNCUoNanty nanaier:

> backend
> docs Js SpeakingEngagements.js +49 » -0 x v ¢
i Now I'll add the import button to the controls section:
.gitignore
® README.md Js SpeakingEngagements.js +14 -6 = - B x v ¢
Lt Now I'll add the import form after the existing form:
Js SpeakingEngagements.js +56 * -0 x v ¢

Now let me add some CSS styling for the new import form and
action buttons. Let me check the current CSS file:

Read
Now I'll add CSS for the action buttons and import form:
# SpeakingEngagements.css +6 ® -0 x v ¢

Now I'll add CSS for the JSON code formatting in the import

form:
# SpeakingEngagements.css +13 = = O X & O
> Stop
@|| 1 35 b}
oo Agent #I ~ Auto ) o
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000 project-2026-02-24 0=
CLI tool for QR code generation + © - X

Add a small, self-contained new feature: a CLI tool that generates a QR
code PNG from a string.

Thought

Exploring the project structure and Snyk MCP tools for package health checks.
Searched files

Read

(L moves

Package health,
justin time
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Package health,
justin time

mrn r wmmm =t ew N mmms e e e e s wm [es o

from which they import their speaking gigs from a JSON
file
Read pach

| need to add a dependency for making HTTP requests to
fetch JSON from URLs. Let me check if axios is available or if |
need to add it:

Searched web axi ym packagy rity vulnerabilities b
Let me check the Snyk Advisor for axios specifically:
Searched web site:snyk.io/adviso

Let me check axios security directly:

Searched web axios npm packag rity vulr

Based on the search results, axios is a commonly used and
generally secure HTTP client. Let me proceed with
implementing the feature. I'll use Node.js built-in https
module instead of adding axios to keep dependencies minimal,
but first let me check if there are any existing HTTP utilities:

(4]

2 of 6 Done View all

Design the URL import feature for speaking gigs

@ Implement backend APl endpoint for URL import
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TAKEAWAYS

What to wire in tomorrow

01 A deterministic scanner as an MCP tool

Same code in, same findings out. That is the only thing you can gate on.

02 A hook that fires it, not a rule that asks nicely

Post-edit and pre-install are the two moments that matter.

03 Repeat any Al review before you believe it

Recurrence across runs is the cheapest confidence signal you have.
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EXPLORE THE DATA

Snyk
VulnBench 1.0

https://vulnbench.com

The paper, the harness, the 300-scan dataset —
all Apache 2.0. Reproduce it and tell me where |
am wrong.

// Test the hypothesis,
// Snyk MCP Server:
https://snyk.io/ai-vibe-check
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Thank you

Liran Tal - Head of Developer Relations, Snyk - @liran_tal



