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It worked in testing...

» =~ python3 ~/test_orchestrator.py
> python test_orchestrator.py

: : ® James 1:23 AM

[INFO] Loading BrickBot agent... v el

[INFO] Loading tools: session_search, exhibitor_lookup, b7 ?1!’
calendar_add, post_to_slack... v

[INFO] Starting test case 1/5: session recommendation Screenshot 2026-05-07 at 17.55.50.png ¥

[INFO] Initializing orchestrator... v F

Received query: "I don't know anything about agents, % 3t general

which sessions should I attend?" v

Classifying intent... recommendation v @ Messages {J Add canvas  +

Searching sessions by topic: "agents, beginner" v —_—

Found 4 matching sessions v Hi David! & Since you mentioned you don't know anything
Ranking by experience level... v
Generating user message... v
Sending confirmation to user... v

about agents, here are some beginner-friendly sessions to

get you started:

Introduction to Al Agents (For Absolute Beginners)
[INFO] Test case 1/5: PASSED v Tuesday, 10:00 AM — Room 4B

> ~ |}

' s
Don't worry David, everyone starts somewhere! #

1 01 M1




Multi-Agent Failure Modes

Correct but
ambiguous
instructions - - -

Orchestration agent ~ N Uses flawed output

S o :\ to perform analysis
WO
\

Financial calculations ‘

agent

Financial advice
Completes agent

task but
misinterprets — _ -
business rules I I ————— -
Polluted

Context




Output monitoring is no long sufficient

Single agent Multi-agent system

e Input (Context/Prompt)
e Output (Completion)
e |Inference Parameters

e Tool Definitions

—

Orchestration and routing
decisions

Inter-agent data flow

Latency at each step



~© MLflow Tracing in Practice

1
import mlflow

# Turn on auto tracing by calling mlflow.crewai.autolog()
[ mlflow.crewai.autolog()

mlflow.set_experiments("/Users/huong.vu@databricks.com/crewai")

from crewai import Agent, Crew, Task

crew = Crew(
agents = [ orchestrator, macro_data, researcher, results_lead ],
tasks = [ plan_task, stats_task, research_task, synthesis_task 1,
verbose = True

result = crew.kickoff()

~ & OpenTelemetry Traces

&deepseek’ﬁ,\& LangChain @OpenAl Gemini Llamalndex
& LiteLLM LangGraph ANTHROP\C [£DSPy =

9roq

MISTRAL
AI

48 AutoGen 3 smolagents txtai

%% PydanticAl

Status (DOK  ID tr-5bcOce574c63d57441189187d3607239
Summary
Q searct

Trace breakdown

Details & Timeline

(ﬁ ¢ Crew.kickoff

v | @ Crewkickoff 1.35m

Z0.00S BO.UUS T.oom

& Task.execute_sync 16.93s
& Engagement Orchestration Lead 16.92s
$2 Completions 16.89s
& Task.execute_sync 10.95s
& Macro Data Specialist 10.94s
2 Completions 1.22s
@ world_bank_stats_api 0.95s
‘ﬁ Completions 8.72s
& Task.execute_sync 21.62s
& Household Economics & Consumer Fina
ﬁ Completions 21.60s
@ Task.execute_syr
& Portfolio Financia
ﬁ Completions 15.79s
’ @ numeric_report_validation 1
%2 Completions 15.¢

‘ @ numeric_report_

Token count () 13278 Latency © 1.35m

Y Filter Bl|l= Enputslou(pu(ﬂ Attributes Events
.a9m o7

raw

1.35m \

Thesis

The ongoing financial strain experienced by ordinary households is ex
costs. This disparity in economic factors, particularly as they relate to

pydantic

null

json_dict

null

tasks_output
[

" Topic for the engagement

token_usage

{




Four Dimensions of Governance

Active steering means governance shifts from dashboards to guardrails, enforced across all four dimensions.

0 Operational Health 3 Cost Management
Enforcing stability with circuit breakers, Capping spend with budgets, rate limits, and
retries, and fallbacks across all multi-agent token controls across diverse LLM providers.
operations.

Q Compliance and Audit ‘a» Quality and Value
Blocking violations in real time with policy Gating low-quality outputs with automated
gates, Pll redaction, and full audit logging. evaluation to continuously improve agent

results.



Al Gateway: The First Line of

The Gateway enforces Compliance and Cost and part of Operational Health

Unity Gateway

Govern and access your Al. Learn more [

Models Providers MCPs Skills Agents

<> Agent Integrations

Manage usage and access for coding agents

& Q) Search by name or destination

& GPT-556 S0l

OpenAl model, hosted on Databricks

Owned by me

Name Configuration Total tokens (7d) =4
2 claude-opus-5 il 10.2M
< gpt-5-nano 1 7.6K
$& claude-haiku-4-5 [ihs 1.5K
2 qwen35-122b-a10b [l 0
~ gwen3-next-80b-a3b-instruct il 0

Agents - Unity Al Gateway > LLM providers

Grok 4.6

Open source frontier model, hosted on
Databricks

Location

ﬂ system.ai
E system.ai
B system.ai
a system.ai

ﬁ system.ai

Created by
Databricks
Databricks
Databricks
Databricks

Databricks

&~ GLM5.3Flash

Open source frontier model, hosted on
Databricks

Tags

J Govern v

& KimiK3

Open source frontier model, hosted on
Databricks

-+ Model

Last modified

Jul 24, 2026, 02:00 AM
Oct 28, 2025, 01:00 AM
Dec 19, 2025, 01:00 AM
Apr 23, 2026, 02:00 AM

Nov 10, 2023, 10:53 AM

Defense

Key Features

° Q Pll redaction
Y g| o Rate

limiting
o K3 Cost

controls

° 0 Credential
iIsolation

.. and more



@ Application-Level Guardrails

No agent can call the tool for amounts over without an

def _run(self, amount: float, account_id: str, mfa_verified: bool = False):
span = mlflow.get_current_active_span()
if amount > 5_000 and not mfa_verified:
if span:
span.set_attribute("guardrail.blocked"”, True)
span.set_attribute("guardrail.reason", "MFA_REQUIRED")
raise PermissionError("MFA required for transfers > $5,000")

# your actual transfer logic



MCP/A2A Protocols as Observability Seams

Every agent boundary becomes a typed, traceable message.

A2A MCP
Task lifecycle JSON-RPC id

Orchestrator > Specialist Agent > Tool / Data

¥ ¥ ¥

OpenTelemetry / MLflow trace one span per hop

Structural failures are VISIBLE
Deadlocks, timeouts, broken causal chains




~ Evaluations

Agent Handoff (Information

transfer)

onsultancy...

audit findin...

ny permits ...

:gal compl...

legal comp...

he Chicag...

Execution t...

26.473s

37.3s

26.879s

34.636s

29.858s

26.887s

Request ti...

04/23/2026...

04/23/2026...

04/23/2026...

04/23/2026...

04/23/2026...

04/23/2026...

State

© oK
® ok
© oK
© ok
© ok
© oK

Assessments (2/7)

Relevance

PASS
76%

Pass
76%

Fail
24%

null 66
Error 9
® Fail
@© Pass
@© Pass
© Pass
© Pass

® Fail

Safety

PASS
100%

Pass
100%

Fail
0%

null 66
Error 9
@© Pass
© Pass
@© Pass
© Pass
© Pass

@© Pass

Expectations (2/2)

expected_age...

consultancy

audits

regulatory

legal

legal

inspection

guidelines

["Must refe

["Must cite

["Must list ¢

["Must nan

["Must con

["Must refe



Evaluating the Handoff: Utilization &
Coverage

context payload [
Agent A . 40facts/3,200tok - - Agent B

Research E ; Writer

COVERAGE =
UTILIZATION = used / sent needed-and-present /
3 of 40 facts used = 7.5% needed

missing revenue_2023'

Sweet spot: high coverage, reasonable utilization. Either metric drifting is an early warning — catch the regression before users do.



~ Evaluations

Coordination (Conflict Resolution)

Agent Handoff (Information
transfer)

onsultancy...

audit findin...

ny permits ...

:gal compl...

legal comp...

he Chicag...

Execution t...

26.473s

37.3s

26.879s

34.636s

29.858s

26.887s

Request ti...

04/23/2026...

04/23/2026...

04/23/2026...

04/23/2026...

04/23/2026...

04/23/2026...

State

© oK
® ok
© oK
© ok
© ok
© oK

Assessments (2/7)

Relevance

PASS
76%

Pass
76%

Fail
24%

null 66
Error 9
® Fail
© Pass
@© Pass
© Pass
© Pass

® Fail

Safety

PASS

100%

Pass

Fail

null

Error

@© Pass

© Pass

@© Pass

© Pass

© Pass

@© Pass

100%

0%
66

Expectations (2/2)

expected_age...

consultancy

audits

regulatory

legal

legal

inspection

guidelines

["Must refe

["Must cite

["Must list ¢

["Must nan

["Must con

["Must refe



Evaluating Coordination: The Claim Ledger

Agents emit structured claims {entity, value, confidence, source}; measure whether conflicts are detected and resolved correctly.

Agent A - Filings CONFLICT Agent B - News
revenue_2023 = $4.2B conf 0.95 on same revenue_2023 = $4.5B conf 0.60
src: 10-K Entity src: blog

><

RESOLVE by policy (authoritative-source-wins) > $4.2B -

log WHY the winner won (provenance)

Silent contradiction Wrong resolution Fabricated merge
conflict present, never detected detected, wrong source kept $4.35B — a value no agent reported




~ Evaluations

System-Level (E2E)

Coordination (Conflict Resolution)

Agent Handoff (Information
transfer)

onsultancy...

audit findin...

ny permits ...

:gal compl...

legal comp...

he Chicag...

Execution t...

26.473s

37.3s

26.879s

34.636s

29.858s

26.887s

Request ti...

04/23/2026...

04/23/2026...

04/23/2026...

04/23/2026...

04/23/2026...

04/23/2026...

State

© oK
® ok
©ok
© ok
© ok
© oK

Assessments (2/7)

Relevance

PASS
76%

Pass
76%

Fail
24%

null 66
Error 9
® Fail
@© Pass
@© Pass
© Pass

© Pass

® Fail

Safety

PASS

100%

Pass

Fail

null

Error

© Pass

© Pass

@© Pass

© Pass

© Pass

© Pass

100%

0%

66

9

Expectations (2/2)

expected_age...

consultancy

audits

regulatory

legal

legal

inspection

guidelines

["Must refe

["Must cite

["Must list

["Must nan

["Must con

["Must refe



System Level - End-to-End

Offline evaluation

& Show timeline

Initial quality evaluation

1" Python < [

import miflow

from mlflow.types.llm import CHAT_MODEL_INPUT_SCHEMA
from mlflow.models.signature import ModeliSignature

from mlflow.models. rag_signatures import StringResponse

with mlflow.start_run(run_name="initial_ngent"):
# Log to MLflow
agent_model_info = miflow.pyfunc.log_model(

python_mode l="function_calling_agent_openai_sdk",
model_config=function_calling_agent_config.dict(),
artifact_path="agent",
input_example=function_calling_agent_config.input_example,
signature=MpdelSigraturemY Agent's schema

# Agent's code
# Agent's config

1npuls:CﬂAT_HDOEL_INP9  SCHEMA,
outputs=5StringRespany, :,
R

# Run the agent for these queries, using Agent evaluation to parallelize the calls
eval_results = mlflow.evaluate(

model=agent_model_info.model_uri, # run the logged Agent for evaluation
data=synthetic_eval_data, # Eval set RO
model_type="databricks-agent”, # use Agent Evaluation

Make a change to fix retrieval quality

Experiments »

Online monitoring

databricks_rag_cleaned © © sendtecaback  Add Description

Models Preview

Runs

Evaluation Preview

h

Monitoring Preview Traces Preview

databrick 1 d

log-lilac_

icks_rag_¢ o~

@ sqiw with leng long long fong long long long long long long long long anem  +

k2 Requests

ke Metrics

@© Latency

09 Errors

kz Requests
1,000
2
H
3
g
= %0
3
=
0 _-
2025-02-03 2025-02-04 2025-02-05 2025-02-06 2025-02-07 2025-02-08 2025-02-09
Date
b Metrics
response/im |udged/satety/rating
value
100 ® pass 100
® fall
.§— g
o 50 50
——— = ° _-
20250200 20250205 20250207 20260209 20250203 20250205 20250207  202502-09
Date Date
responselim_judgedirelevance to_query/rating
value
100 ® pass 100
® fail
§ 50 § 50
3 - il
20250200 20250205 20250207 20250208 20250205 0250207  202502-09
Date Date

i1~ | =

TR
202502-10

value

® pass
® fal

value

® pass
® i



What to Try Next

ACTION STEPS

e Instrument your multi-agent system with MLflow:

mlflow.<flavor>.autolog()
e Apply four dimensions of governance

e Learn more about MLflow documentation

Huong Vu
Sr. Al Forward Deployed Engineer, Databricks

f /huong-vu
() /databricks-solutions/agent-control-plane




