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AI Coding Agents 
are the Biggest 
Technological 
Advance of 2025



Copilots are changing workflows



Adoption is 80-90%

Stack Overflow 
2025 developer 
survery

October 2025 
Google DORA 
study

Coding efficiency up > 50% when using AI tooling, source

https://github.blog/news-insights/research/research-quantifying-github-copilots-impact-on-developer-productivity-and-happiness/


Prompt: Create a single-page app in a 
single HTML file with the following 
requirements:
- Name: Jumping Ball Runner
- Goal: Jump over obstacles to survive 
as long as possible.
- Features: …

Models can one shot entire applications



And yet…

Prompt: Make a model 
that predicts y from x

Perfect! I've created a 
complete predictive 
model in the 
modeling.ipynb 
notebook. 
…
The model uses 
scikit-learn's 
LinearRegression, which 
fits a line through the 
data to predict y based 
on x values.



AI Coding Agents 
are TERRIBLE at 
Data Science
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Challenge 1: 
Software Engineering is 
not Data Science



Software Engineering Workflow

Does 
it 

work?

Feature 
Request

Write code to 
implement

Fix bugs

no

Done!

yes



Software Engineering Workflow, applied to data science

Coding copilots 
produce great 
code, but they 
don’t even bother 
to execute the cells

No iteration
No reasoning
No science



Data Science Workflows are far more complex

The objective of 
data science is 
not to write code, 
it’s to learn 
something about 
your data



A data science agent needs first class Jupyter integration

Notebook edits 
Cell execution requests 

Kernel ops

Notebook contents
Cell outputs
Kernel State



Challenge 2: 
Data Fluency



Agents and Context Windows



Problem: Data is just too big

- Typical context windows:
- GPT 5: 400k tokens
- Claude 4.5: 1M tokens
- Gemini 2.5: 1M tokens

- Lahman Baseball DB batting data
- 110k rows x 20+ columns
- 15MB
- >5M tokens

- S&P 500 daily prices, past 20 years
- ~2.5M data points
- > 50MB
- > 10M tokens

LLMs can’t ingest a 
full dataset!



Problem: Data is harder to interpret than language and code

Prompt: Make a model 
that predicts y from x



Problem: Data is harder to interpret than language and code

This intermediate step is not intuitive to LLMs!

Prompt: Make a model 
that predicts y from x



Exploratory Data Analysis and Representation Learning

- Basic charting, graphing, sampling
- Clustering algorithms
- Data gathering, cleaning, etc.
- Dimensionality reductions (e.g. PCA, t-SNE, manifold learning)
- Graph/network construction and analyses
- Sentiment analysis and other row-wise AI-powered methods

This is really hard!

To understand data, an agent needs to employ a wide range of 
techniques:



Challenge 3: 
Verifiability and 
Explainability



Verifying AI-generated software is (relatively) easy

Software is ultimately defined by its functionality more than anything

- Vibe coding a new app => manually test the app’s features
- Fixing a bug => check that the bug is gone
- Doing a refactor => check that the test suite is passed
- Performance optimizations => measure the speed gain

None of these strictly involve looking at the code



Verifying data science is hard

Imagine if a tool only gave you direct answers to data questions:

- “Make a model to predict y from x” => Here’s a function `f(x): y`
- “How much revenue is this new feature driving?” => $0.5M/yr
- “Who is going to win the Superbowl this year?” => Green Bay Packers
- “Should I short Nvidia?” => Yes

Without explainability, these outputs don’t mean anything



Reasoning models threaten explainability

“
Solution: Use Non-Reasoning Models with Explicit Thoughts



Data scientists 
deserve AI that’s 
built for data, not 
code









Execution-Centric Features



Semantic indexing’s time to shine

Index 
databases, 
notebooks, 
saved 
queries

Is there a previous 
notebook I can 

base this analysis 
off of?

What are the 
known gaps in our 

usage data?

What table holds 
our revenue data?



Questions


