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Disclaimer: There will be a lot of Cloudy with a Chance of Meatballs 
references in this presentation 🍝



> whoami
🥇 First time attending JupyterCon

💙 Joined 2i2c in 2023

󰳘 Former RSE, fluid dynamics researcher, maths grad

󰏅 Based in Yorkshire, UK

catalystproject.cloud cellmapchallenge.janelia.org jupyterhub-cost-monitoring

https://catalystproject.cloud/index.html
http://cellmapchallenge.janelia.org
https://jupyterhub-cost-monitoring.readthedocs.io/en/latest/


> find ${MOTIVATION}
● JupyterHubs in the cloud are deployed on virtual machines

● Cloud providers bill you for the services rendered

● There is no cost transparency at the application level

● Admins want to know

○ How many people took part in a workshop we ran?

○ How much compute are our power users consuming?

○ Are we spending money responsibly or recklessly?

● FinOps 🤝 Observability



> which jupyterhub 
● 2i2c is a global network of community hubs for interactive 

learning and discovery

● We manage Zero to JupyterHub distributions on Kubernetes for 

~35 communities in research and education

● Majority of infrastructure is deployed on AWS public cloud

● We co-create with our communities and build on open source, 

making foundational and directed contributions upstream

● We enshrine the community’s Right to Replicate their hub 

infrastructure

https://z2jh.jupyter.org/en/stable/
https://2i2c.org/blog/2025/good-citizen/
https://2i2c.org/right-to-replicate/


https://docs.google.com/file/d/1SLqe5G940ZOo-cCFcfkBiIekd9dpc0i6/preview


*plus a bunch of other stuff

*



> eval ${USER_COST} 
● User-dependent costs can be split into compute and home 

storage components

● Estimate user cost per component by

user cost = usage fraction * total cost

● For compute, the usage fraction is

memory requested (user) / memory requested (all)

● For home storage, the usage fraction is

home storage (user) / home storage (all)





> whatis jupyterhub-cost-monitoring

FastAPI backend talks to AWS Cost Explorer and Prometheus and 

applies calculations to output user cost information

https://jupyterhub-cost-monitoring.readthedocs.io/en/latest/
https://jupyterhub-cost-monitoring.readthedocs.io/en/latest/






> vi sualization

● jupyterhub-cost-monitoring can be queried and visualized by Grafana

● Dashboard designs are encoded with grafonnet for reproducibility

● JupyterHub admins can interactively explore cloud cost dashboards and 

download csv to generate reports

https://jupyterhub-cost-monitoring.readthedocs.io/en/latest/


> watch demo



https://docs.google.com/file/d/1RTvPW5ZommG7Cpkg15I5lHP5joe6LnrV/preview


> groups plz
● Cloud costs for user groups are a natural extension to individual 

user costs, especially for hubs with a large user base

● JupyterHub stores user group memberships in its database and 

we can fetch this from its API

● Memberships are generally managed by admins via 

authentication method, e.g. GitHub groups, OpenID

● jupyterhub-groups-exporter is a custom Prometheus exporter 

that exposes user group info as a metric

● User group info can be joined with usage metrics

https://github.com/2i2c-org/jupyterhub-groups-exporter




> groups plz
● Upstream JupyterHub usage dashboards 👉 jupyterhub/grafana-dashboards 

● PromQL for memory requests by user group

sum(

kube_pod_container_resource_requests{resource="memory", namespace=~"$hub_name", 

pod=~"jupyter-.*"}  * on (namespace, pod)

group_left(annotation_hub_jupyter_org_username) 

group(kube_pod_annotations{namespace=~"$hub_name", 

annotation_hub_jupyter_org_username=~".*"})

by (pod, namespace, annotation_hub_jupyter_org_username)

* on (namespace, annotation_hub_jupyter_org_username) group_left(usergroup)

group(label_replace(jupyterhub_user_group_info{namespace=~"$hub_name", 

username=~".*", usergroup=~"$user_group"}, "annotation_hub_jupyter_org_username", 

"$1", "username", "(.+)")) by (annotation_hub_jupyter_org_username, usergroup, 

namespace)

) by (usergroup, namespace)

https://github.com/jupyterhub/grafana-dashboards


https://docs.google.com/file/d/1JFMHdgcKaqDT0YD-l1j6UoxH3JYSymmT/preview


> wait
● Account for under-utilization

○ Cost for unused disk space is attributed to proportional 

usage

○ Would be a nice way to raise awareness of wasted resources 

and improve efficiency

○ jupyterhub-home-nfs ⚡ talk today @ 3.45pm by Yuvi (2i2c)

● Support for GPU compute and BinderHubs

● Plug in cost data from more cloud providers

● Generalise config and contribute to upstream projects



> touch base.py
● Let me know what you think! QR code 🤳
● Come say hi any time ☕
● Special thanks to

○ Tarashish @Development Seed

○ DSE Team @NASA ODSI

○ NASA VEDA and MAAP, 

○ Earthscope, CryoCloud, Openscapes

○ 2i2c

○ You :)

https://developmentseed.org/team/tarashish-mishra/
https://developmentseed.org/
https://www.earthdata.nasa.gov/data/tools/veda
https://www.earthdata.nasa.gov/about/maap
https://www.earthscope.org/
https://cryointhecloud.com/
https://openscapes.org/
https://2i2c.org/

