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tinyurl.com/jc25-data-eng 

https://tinyurl.com/jc25-data-eng


How do you use Jupyter to teach 
data engineering to a course of 
over 400 students each semester 
and with fewer than 12 course 
staff members?
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DATA 101



Who we are
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Jonathan Ferrari
TA

Rebecca Dang
TA

Christy Quang
TA

Lisa Yan
Instructor

Michael Ball
Instructor

DATA 101 Team 
Fall 2024



7



8

Assignment Workflow
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Source notebook Compiled with Otter

Student notebook

Gradescope autograder

Teacher Setup

queries directory 
with solution .sql 
files

Compiled to 
skeleton code 
with script

queries directory 
with skeleton .sql 
files

New
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Student Setup

Student accesses 
JupyterHub from 
browser

JupyterHub 
instance comes 
preinstalled with 
dependencies

Gets starter code 
notebook through 
nbgitpuller
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Student Work Cycle

Student thinks 
about problem

SELECT DISTINCT title, artist
FROM hot_100
WHERE artist = ‘Taylor Swift’
LIMIT 4;

Student writes query

Student executes query and 
views result

❌ Test(s) 
failed

Student runs 
(public) autograder 
tests and checks 
correctness

 ✅ All 
tests pass

Otter creates 
submission.zip

Autograder (with 
hidden tests) runs 
when student 
submits
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Gradescope autograder feedback



Change in Grading Workflow
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SELECT DISTINCT title, artist
FROM hot_100
WHERE artist = ‘Taylor Swift’
LIMIT 10;

queries directory 
stores .sql files

DataFrame stored 
in .pkl file

New

Otter autogrades result



14

Cons

• Canʼt provide skeleton code
• Students forget to wrap queries in CREATE 

VIEW, WITH … AS
• Students create a view but forget to select 

from it
• Students forget LIMIT → DataHub crashes
• Hard to reset database by DROP-ing views or 

indexes since each student names theirs 
differently

• No easy way to reuse queries, e.g. for EXPLAIN 
ANALYZE

• Writing tests was cumbersome
• Saved table results in .pkl file and graded that 

instead of the query
• Harder for staff to check for academic 

misconduct

Pros
• Students write 

queries directly in 
notebook

Old Setup
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Cons
• Students have to switch back 

and forth between .ipynb and 
.sql files

Pros
• Can provide skeleton code
• Can easily reuse queries, e.g. 

for EXPLAIN ANALYZE
• No need to read in .pkl files for 

unit tests anymore
• We grade studentsʼ .sql files

• Easier for staff to check 
for academic misconduct

• Grading util that runs the 
queries uses newer version of 
psycopg package

• Can run .sql files in command 
line for quick demoing

New Setup
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Demo

Thank you!
Link contains free and open source 

code, slides, and contact info

If QR code doesnʼt work: 
tinyurl.com/jc25-data-eng 

https://tinyurl.com/jc25-data-eng

