Kubernetes Security
at Shopify Scale

Automating security across an infrastructure monorepo

) shopify




%r/ We secure Shopify’s infrastructure for

<O millions of merchants

1o

Jie Wu Pulkit Garg

Infrastructure Security

- Vs **Today** We are Professional Cat Herders




Kubernetes security at scale is like
herding cats

...except these cats can accidentally expose your entire infrastructure.
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Shopify runs hundreds of services on Kubernetes



000 deploys every week

~60

Our teams push



The kingdom spans ~500 clusters worldwide



[ Hi, I'm Captain Kube J

(The Commander)

Millions of merchants depend on this infrastructure



Everything lives in one infrastructure monorepo

one source of truth, one source of risk



(X X ] ~/infrastructure

infrastructure/

applications/

storefront/
production/
staging/

checkout/
production/
staging/

payments/

. (hundreds more apps x environments)
shared-charts/
helm-charts/
kustomizations/

Developers ship configs
through the monorepo
every day

(The developer)

[ Hi, I'm Dev




[ Hi, I'm Hazel

(The Helm Hedgehog)

apiVersion: apps/vl
kind: Deployment
metadata:

name: {{ .Values.name }}

pec:
replicas: {{ .Values.replicas }}

1 3
Sen;m{abils\:/ . 3 1005 Of
s rendered
Eoril:\:;:?rﬁ .Values. image }} man |feStS

o.

1 helm chart




Dev writes it Hazel multiples it




But not everyone follows the rules...
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Not every change that ships is a good one




A single bad config in a shared template can compromise
hundreds of services

o000 templates/deployment.yaml

apiVersion: apps/v1l
kind: Deployment
metadata:
name: {{ .Release.Name }}
spec:
template:
spec:
containers:
- name: {{ .Chart.Name }}

image: {{ .Values.image.repository }}:{{ .Values.image.tag }}

securityContext:

privileged: true i & Full host access!

resources: {} ! A No limits set

Mischief Cat was here
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to staging production impacted

R

Misconfiguration
in Helm

template ‘ E to main




1,000+

PRs merged every week



We hit a tipping point. Misconfigurations
were slipping through.
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Deploynent metadata: name: storefront-web namespace: production labels: app: storefront tear
ata: labels storefront spec: serviceAccountName: storefront-sa containers: - name: storefront image: registry.shopify.io/storefront:v2,14.3 ports: - containerPort: 8988 protocol: TCP securityCon
text: privileged: true resources: {} readinessProbe: httpGet: path: /healthz port: 8080 initialDelaySeconds: 5 periodSeconds: 10 livenessProbe: httpGet: path: /healthz port: 8080 initialDelaySeconds: 1
5 periodseconds: 20 env: - name: NODE_ENV value: production — name: LOG_LEVEL value: info volumeMounts: - name: config mountPath: /etc/config readOnly: true volumes: - name: config configMap: name: stor
efront-config — apiVersion: apps/v1 kind: Deployment metadata: name: checkout-api namespace: production labels: app: checkout team: commerce spec: replicas: 5 selector: matchlLabels: app: checkout tem
plate: metadata: labels: app: checkout spec: containers: ~ name: checkout image: registry.shopify.io/checkout:v4.8.1 ports: - containerPort: 3000 securityContext: runAsNonRoot: false resources: limit
S: cpu: “2" memory: "4Gi" requests: cpu: "50@m" memory: "1Gi" env: - name: DATABASE_URL valueFrom: secretKeyRef: name: checkout-secrets key: db-url ——- apiVersion: apps/v1 kind: Deployment metadata: nam
e: payments-service namespace: production labels: app: payments team: financial spec: replicas: 4 selector: matchLabels: app: payments template: metadata: labels: app: payments annotations: vault.hashi
corp. con/agent-inject: “true" spec: containers: - name: payments image: registry.shopify.io/payments:v1.22.0 ports: - containerPort: 443 - containerPort: 8443 securityContext: privileged: true resourc
es: {} voluneMounts: - name: secrets mountPath: /etc/secrets readOnly: true - name: tls-certs mountPath: /etc/tls volumes: - name: secrets secret: secretName: payment-secrets - name: tls—certs secret: s
ecretNane: payment-tls —— apiVersion: apps/vl kind: Deploynent metadata: name: inventory-sync namespace: production labels: app: inventory spec: replicas: 2 template: spec: containers: - name: invento
ry inage: registry.shopify.io/inventory:v3.5.7 ports: ~ containerPort: 8080 resource: "S12Mi" requests: cpu: "250m" memory: "256Mi" —— apiVersion: apps/v1 kind: Deployment
metadata: name: shipping-calc namespace: production labels: app: shipping team: logistics spec: replicas: 3 template: spec: containers: - name: shipping image: registry.shopify.io/shipping:v2.1.0 secur
ityContext: privileged: true resources: {} ports: - containerPort: 9899 env: ~ name: REGION value: us-east-1 - name: CARRIER_API_KEY valueFrom: secretKeyRef: name: shipping-secrets key: api-key — api
Version: apps/vl kind: Deploynent metadata: name: merchant-portal namespace: production labels: app: merchant-portal team: platform spec: replicas: 6 template: spec: containers: - name: portal image: r
egistry. shopify.io/merchant-portal:v5.0.2 ports: - containerPort: 3000 resources: {} securityContext: runAsNonRoot: false env: - name: FEATURE_FLAGS value: “new-dashboard,analytics-v2" -— apiVersion:
apps/vl kind: Deployment metadata: name: analytics-pipeline namespace: production labels: app: analytics team: data spec: replicas: 2 template: spec: containers: - name: analytics inage: registry.shopi
fy.io/analytics:v1.9.4 ports: - containerPort: 8443 securityContext: privileged: true resources: {} volumeMounts: - name: data mountPath: /var/data volumes: - name: data persistentVoluneClaim: claimNam
e: analytics-pvc -— apiVersion: apps/vl kind: Deployment metadata: name: cdn-proxy namespace: production labels: app: cdn spec: replicas: 8 template: spec: containers: - name: cdn image: registry.shop
ify.10/cdn-proxy:v3.2.1 ports: - ContainerPort: 80 - containerPort: 443 resources: limits: cpu: "1 memory: “2i" requests: cpu: "500m" memory: “16i" —— apiVersion: apps/v1 kind: Deployment metadata:
name: auth-service namespace: production labels: app: auth team: identity spec: replicas: 4 template: spec: containers: - name: auth image: registry.shopify.io/auth:v2.7.0 ports: ~ containerPort: 8088
securityContext: runAsNonRoot: true resources: limits: cpu: “500n" memory: "1Gi" env: - name: JWT_SECRET valueFrom: secretKeyRef: name: auth-secrets key: jwt-secret - name: SESSION_TTL value: “3600" —
- apiVersion: apps/v1 kind: Deployment metadata: name: notification-service namespace: production labels: app: notifications team: engagement spec: replicas: 2 template: spec: containers: - name: notif
ications inage: registry.shopify.io/notifications:v1.3.8 ports: - containerPort: 8080 securityContext: privileged: true resources: {} env: - name: SMTP_HOST value: smtp. internal — apiVersion: apps/v
1 kind: Deployment metadata: name: search-indexer namespace: production labels: app: search team: discovery spec: replicas: 3 template: spec: containers: - name: search image: registry.shopify.io/searc
h:v4.1.2 ports: - containerPort: 9200 - containerPort: 9300 resources: {} securityContext: runAsNonRoot: false —- apiVersion: apps/vl kind: Deployment metadata: name: order-processor namespace: produc
tion labels: app: orders team: commerce spec: replicas: 5 template: spec: containers: - name: orders image: registry.shopify.io/orders:v6.0.1 ports: - containerPort: 3000 securityContext: privileged: t
rue resources: {} env: - name: QUEUE_URL value: “amqp://rabbitnq. internal:5672" —- apiVersion: apps/vl kind: Deployment metadata: name: webhook-relay namespace: production labels: app: webhooks spec:
replicas: 3 template: spec: containers: - name: relay image: registry.shopify.io/webhook-relay:v2.4.0 securityContext: privileged: true resources: {} ports: - containerPort: 8080 ~— apiVersion: apps/v
1 kind: Deployment metadata: name: tax-calculator namespace: production labels: app: tax team: financial spec: replicas: 2 template: spec: containers: - name: tax inage: registry.shopify.io/tax:v3.1.7
ports: - containerPort: 8080 resources: {} securityContext: runAsNonRoot: false ——- apiVersion: apps/v1 kind: Deployment metadata: name: inage-resizer namespace: production labels: app: images team: me

commerce spec: replicas? 3 selector: matchlLabels: app: storefront template: metad

o=
apiVersion: apps/v1 kin

dia spec: replicas: 4 template: spec: containers: - name: resizer image: registry.shopify.io/inage-resizer:v1.8.2 ports: - containerPort: 8080 securityContext: privileged: true resources: {} — apiVer
sion: apps/v1 kind: Deployment metadat: session-store namespace: production labels: app: sessions spec: replicas: 6 template: containers: - name: sessions image: registry.shopify.io/sessio
ns:v2.0.3 ports: - containerPort: 6380 resources: limits: cpu: “1" memory: "4Gi" —— apiVersion: apps/vl kind: Deploynent metadata: name: discount-engine namespace: production labels: app: discounts te

am: commerce spec: replicas: 3 template: spec: containers: - name: discounts image: registry.shopify.io/discounts:v2.6.1 ports: - containerPort: 8080 securityContext: privileged: true resources: {}
apiVersion: apps/v1 kind: Deployment metadata: name: cart-service namespace: production labels: app: cart team: commerce spec: replicas: 4 template: spec: containers: - name: cart image: registry.shopi
fy.10/cart:v3.0.8 ports: - containerPort: 3000 resources: {} securityContext: runAsNonRoot: false -— apiVersion: apps/vl kind: Deployment metadata: name: fulfillment-api namespace: production labels:
app: fulfillment team: logistics spec: replicas: 3 template: spec: containers: - name: fulfillment image: registry.shopify.io/fulfillment:v1.14.2 ports: - containerPort: 8088 securityContext: privileg
ed: true resources: {} — apiVersion: apps/v1 kind: Deployment metadata: name: theme-renderer namespace: production labels: app: themes team: platform spec: replicas: 5 template: spec: containers: - na
me: themes image: registry.shopify.io/themes:v3.8.1 ports: ~ containerPort: 8080 securityContext: privileged: true resources: {} — apiVersion: apps/vl kind: Deployment metadata: name: graphql-gatewa
y namespace: production labels: app: graphql team: platform spec: replicas: 4 template: spec: containers: — name: graphql image: registry.shopify.io/graphql:v2.5.8 ports: - containerPort: 4000 resource
s: limits: cpu: “2" memory: "4Gi" —— apiVersion: apps/v1 kind: Deployment metadata: name: cache-layer namespace: production labels: app: cache spec: replicas: 6 template: spec: containers: - name: cach
e inage: registry.shopify.io/cache:v3.0.1 ports: ~ containerPort: 6379 securityContext: privileged: true resources: {} — apiVersion: v1 kind: Service metadata: name: storefront-svc namespace: product
don spec: selector: app: storefront ports: - protocol: TCP port: 80 targetPort: 8080 type: ClusterIP —- apiVersion: v1 kind: Service metadata: name: checkout-svc namespace: production spec: selector: a
pp: checkout ports: - protocol: TCP port: 443 targetPort: 3800 type: ClusterIP — apiVersion: v1 kind: ConfigMap metadata: name: storefront-config namespace: production data: CON_URL: "https://cdn.sho
pify.con" CACHE_TTL: "300" LOG_FORMAT: json ENABLE_TRACING: “true" MAX_CONNECTION: 100" —— apiVersion: v1 kind: Configiap metadata: name: checkout-config namespace: production dat
a: PAYMENT_GATEWAY: stripe CURRENCY: USD TAX_ENABLED: "true" RETRY_ATTEMPTS: "3" TIMEOUT_} —- apiVersion: rbac.authorization.k8s.io/v1 kind: ClusterRole metadata: name: storefront-role rule
verbs: ["x"] ——- apiVersion: rbac.authorization.k8s.i0/v1 kind: ClusterRoleBinding metadata: name: storefront-binding subjects: - kind: ServiceAccount name: storef
ront-sa namespace: production roleRef: kind: ClusterRole name: storefront-role apiGroup: rbac.authorization.k8s.io -— apiVersion: apps/vl kind: Deploynent metadata: name: refund-processor namespace:
production labels: app: refunds tean: financial spec: replicas: 3 selector: matchLabels: app: refunds template: metadata: labels: app: refunds spec: containers: - name: refunds image: registry.shopify.
io/refunds:v2.3.1 ports: ~ containerPort: 8080 securityContext: privileged: true resources: {} env: - name: PAYMENT_API valueFrom: secretKeyRef: name: refund-secrets key: payment-api-key —- apiVersio
n: apps/v1 kind: Deploynent metadata: name: subscription-ngr namespace: production labels: app: subscriptions team: commerce spec: replicas: 2 template: spec: containers: - name: subscriptions inage: r
egistry.shopify.io/subscriptions:v1.7.4 ports: ~ containerPort: 8080 securityContext: runAsNonRoot: false resources: {} env: - name: BILLING_CYCLE value: monthly —- apiVersion: apps/v1 kind: Deployme
nt metadata: name: fraud-detection namespace: production labels: app: fraud team: trust-safety spec: replicas: 4 selector: matchLabels: app: fraud template: metadata: labels: app: fraud annotations: pr
onetheus.o/scrape: "true" prometheus.io/port: "9090" spec: containers: - name: fraud image: registry.shopify.io/fraud:v3.2.0 ports: - containerPort: 8080 — containerPort: 9998 securityContext: privil
eged: true resources: {} env: - name: ML_MODEL_PATH value: /models/fraud-v3 - name: THRESHOLD value: "0.85" voluneMounts: ~ name: models mountPath: /models volumes: ~ name: models persistentVoluneClai
m: claimVame: fraud-models-pvc — apiVersion: apps/vl kind: Deployment metadata: name: review-service namespace: production labels: app: reviews team: marketplace spec: replicas: 2 template: spec: con
tainers: - name: reviews image: registry.shopify.io/reviews:v1.4.8 ports: ~ containerPort: 8080 resources: limits: cpu: "500m" memory: "512Mi’ apiVersion: apps/v1 kind: Deploynent metadata: name: r
ecommendation-engine namespace: production labels: app: recommendations team: discovery spec: replicas: 3 template: spec: containers: - name: recommendations image: registry.shopify.io/reconmendation
5:v2.1.3 ports: - containerPort: 8080 securityContext: privileged: true resources: {} env: - name: REDIS_URL value: "redis://cache. internal:6379" - name: MODEL_VERSION value: v2 —- apiVersion: apps/vl
kind: Deploynent metadata: name: export-service namespace: production labels: app: exports team: data spec: replicas: 2 template: spec: containers: - name: exports image: registry.shopify.io/exports
1.9.2 ports: ~ containerPort: 8088 securityContext: runAsNonRoot: false resources: {} volumeMounts: - name: tmp mountPath: /tmp/exports volunes: - name: tmp emptyDir: sizeLimit: 10Gi -— apiVersion: ap
ps/v1 kind: Deploynent metadata: name: migration-worker namespace: production labels: app: migrations team: platform spec: replicas: 1 template: spec: containers: - name: migrations image: registry.sho
pify.io/migrations:v4.0.1 securityContext: privileged: true resources: {} eny DATABASE_URL valueFron: secretKeyRef: name: migration-secrets key: db-url - name: BATCH_SIZE value: "1000" - name:
DRY_RUN value: "false" — apiVersion: v1 kind: Service metadata: name: payments-svc namespace: production spec: selector: app: payments ports: — name: https protocol: TCP port: 443 targetPort: 443 - na
me: grpc protocol: TCP port: 8443 targetPort: 8443 type: ClusterIP —— apiVersion: v1 kind: ConfigMap metadata: name: global-config namespace: production data: CLUSTER NAME: us-east-1-prod ENVIRONMENT:
production DATACENTER: us-east-1 LOG_LEVEL: info TRACING_ENABLED: "true" TRACING_ENDPOINT: “http://jaeger.observability:14268/api/traces" METRICS_ENABLED: "true" METRICS_PORT: "9090" —-- apiVersion:
apps/v1 kind: Deployment metadata: name: api-gateway namespace: production labels: app: api-gateway team: platform spec: replicas: B selector: matchLabels: app: api-gateway template: metadata: labels:

s: - apiGroups: [""] resources:

- name:

We knew what bad
looked like

...but we couldn't
catch it fast enough



Something had to change



We needed automated guardrails that enables
speed, not fight it

=\
3. Don’t slow = A

_ teams down \\’/
1. Catch

before merge 2. Enforce 4. Make the
at deploy secure path the
easiest path



Catch it before it merges
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(X X ] templates/deployment.yaml N . . )

Semgrep

spec:
LR Hi, I'm Semgrep Cat!
el (The Code Inspector)
containers:
- name: {{ .Chart.Name }}
image: {{ .Values.image.repo }}
securityContext:
privileged: false i 7 Unprivileged container
resources:
limits:
cpu: "500m"
memory: "256Mi" i 7 Resource limits defined

readinessProbe:

¥ Semgrep Cat approved v




Three lines of YAML catch the exact misconfiguration
from earlier

00 .semgrep/rules/no-privileged-containers.yaml

rules:

— id: no-privileged-containers

pattern: | i « 3 lines catch it

securityContext:
privileged: true
message: >
Containers must not run in privileged mode.
This grants full access to the host.
severity: ERROR
languages: [yaml]

¥ Semgrep Cat — 1 rule, privileged containers blocked v




Semgrep can catch what's missing, not just what's wrong

00 .semgrep/rules/require-resource-limits.yaml

rules:
- id: require-resource-limits
patterns:

- pattern: | i « find containers

containers:
— name: $NAME
- pattern-not: | i « but NOT this

containers:
- name: $NAME
resources:

limits:
message: "Container '$NAME' is missing resource limits"
severity: WARNING

languages: [yaml]

¥ Semgrep Cat catches what's missing, not just what's wrong v




One rule catches three ways a container can access the host

00 .semgrep/rules/no-host-network.yaml

rules:
- id: no-host-network
patterns:
- pattern-either:
- pattern: "hostNetwork: true" , « network stack

- pattern: "hostPID: true" , +~ process space

— pattern: "hostIPC: true" , « IPC namespace

message: >
Pods must not share host namespaces.
This allows lateral movement across nodes.
severity: ERROR
languages: [yaml]

8 Semgrep Cat — 1 rule, 3 vectors blocked v




‘ privileged containers
. host namespaces

. resource limits




You don't know what you're deploying if you use :latest"

(N X | .semgrep/rules/no-latest-image-tag.yaml

rules:
- id: no-latest-image-tag
patterns:
- pattern: | , « capture the image
image: $IMAGE
- metavariable-regex:
metavariable: $IMAGE
regex: ".k:(latest)$|~[~:]1+$" '} « :latest or no tag
message: >
Pin image tags to a specific version.
':latest' or untagged images are a supply chain risk.
severity: WARNING
languages: [yaml]

R

® image: nginx:latest - supply chain risk




A missing annotation means your service has no auth

[N X ) .semgrep/rules/require-auth-annotation.yaml

rules:
- id: require-auth-annotation

patterns:

- pattern: | ! «~ match any Ingress

kind: Ingress

metadata:

- pattern-not: | i « but NOT this
metadata:
annotations:
security.shopify.io/auth: ... i +~ missing auth!
message: >
Ingress is missing security.shopify.io/auth annotation.
If missing, auth may not be enforced on this ingress.
severity: ERROR
languages: [yaml]

Missing annotation = improperly configured auth




Fix one Helm template, secure hundreds of services

C=== P59 >~
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Developers get instant, actionable feedback right in their PR

B production/build/deployment.yaml

@@ -280,6 +280,10 @@

ports:
— containerPort: 8080
name: metrics
securityContext:
284 284| privileged: true

o Check warning

) Code scanning /| Semgrep 0SS
Semgrep Finding: privileged-true-pod ( & Warning

privileged is set to true in securityContext of container or pod.

Dismiss alert Show more details

resources: {}




Self Serving Guidance

Avoid Running as Privileged

A privileged container has almost the same access as processes running directly on the host
machine. It can access all host devices and bypass most security protections.

Best Practice: Avoid setting privileged: true in container security contexts.

Why: Privileged containers can access all host devices, have nearly the same privileges as the
host OS, and can potentially compromise the entire Kubernetes node.

X Don't do this:

securityContext:
privileged: true

Do this:

securityContext:
allowPrivilegeEscalation: false
# privileged defaults to false — just don't set it to true



4 AN 4 25

Warn Monitor Review
mode FPs with devs

We treat security rules with the same rigor as production code

Q




Why not OPA for K8s?

here’s how we decided

Semgrep

@ Scans templates at the source
@® Runs in Cl, no cluster infra

® One fix — hundreds secured

OPA

@ kubectl deploys, not ClI
@ Runtime admission control

@ Audits running workloads



The same policy-as-code mindset secures our terraform

N
=+ | Terraform
B2 | Plans
Hi, I'm Owlina ]

_1|Helm
Templates

(The Policy Enforcer)

A4

K8s Configs Cloud Infrastructure

e Pattern matching in files e Logic over structured data

ooooooooooooooooooooooooo

e Scans in Cl before merge : e Runs in Cl before apply

One philosophy: shift left, catch it before it ships



OPA blocks restricted GPU types before infrastructure
reaches production

(X X ] policies/terraform/restrict-machine-types.rego

package terraform.gke

3 denyl[msg] { } + blocks the pipeline

resource := input.planned_values.root_module.resources[_]

resource.type == "google_container_node_pool"

machine_type := resource.values.node_config[_].machine_type

restricted := {"n2d-standard-128", "c3-highcpu-176"} 1 - costly oversized VMs

restricted[machine_typel i « match check

not has_approval(resource.name)

msg := sprintf(
"Node pool 'S%s' uses restricted machine type '%s'.
"Requires infrastructure-security approval.",

[resource.name, machine_typel

OPA - runs in CI against terraform plan




Al helped us find the blind spots we didn’t know we had

Hi, I'm Al Cat ]

(The risk finder)




~ 38,000 findings

(Noise) N

88%

noise reduction

~4,500 findings
(Actionable)




Al turns a security idea into a working rule in minutes

Block pods o (P NUIE -
from running C} o—¢ I 0
as root user=\ g 3

Plain English

Ol

Working Rule Human Review

Al-Powered Rule Development:

——Q

a few hours




Developer

Runs Securely

®,d

9

Misconfiguration

code » scan deploy - > cluster

Code/PR Cl/Scanning Cluster



So... did it work?



Identify, Craft, Ship & Repeat

~50 @113

Semgrep rules Terraform OPA policies

Industry Framework Coverage

€ cCIS Benchmarks
A MITRE
O OWASP



Before & After

What changed when we turned on automatic guardrails

BEFORE

0

automated K8s security checks

— Manual reviews only
— Inconsistent coverage across thousands of PRs

— Misconfigs reach production undetected

AFTER

Every PR
scanned automatically before merge

1,000+ misconfigs

caught before reaching production

security rollout incidents

privileged containers } capability drops




Security became the default, not the exception o

Hi, I'm Security Cat ]

(The Infrasec Team)




Guardians of the Infrastructure Monorepo
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We learned the hard way

Start in warn False positives Clear steps for Pave the road
mode (always) everywhere remediation first



Pave the secure road for your teams to run on




The End

herded

S are

The cat

\‘ Na Y : Rules
O\ K8s



m Stay in Touch
https://www.linkedin.com/in/wu-jie

https://www.linkedin.com/in/garg-pulkit



