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Overview



SK Telecom Launches AI Infrastructure

1,000+ NVIDIA Blackwell GPUs
Massive unified Cluster with Superchips

HAEIN
SKT AI DC, 

Sovereign GPU-

as-a-Service

Petasus AI Cloud
Virtualizes and 

Partitions GPU Cluster

National Program
Supports Proprietary AI 

Foundation Model Project

Partners
Penguin Solutions, Supermicro

Korea’s sovereign GPU-as-a-Service, with 1,000+ Blackwell GPUs managed by Petasus AI Cloud

Haein Cluster: inspired by Haeinsa Temple –

positioned as a core element of Korea’s 

sovereign AI infrastructure



Challenges on Managing AI Infrastructure

GPUs are statically allocated 

to specific teams, leading to 

low overall utilization and 

increased TCO

GPU Resource 

Fragmentation & Waste

AI Env. Provisioning 

Delays
Isolation & Security Risks

Scalability & Operational 

Overhead

Driver and library conflicts 

slow down experiment 

cycles and iteration 

speed

Increased potential for 

cross-tenant noise and 

data leakage

More manual physical 

operations and staffing 

requirements, with 

delayed failure recovery

Minimal 8 GPUs →

1+ GPUs
1+ days → 5 mins 1 tenant → multi tenants

Several hours →

< 1 hour



Virtualizing AI Infrastructure
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Evolution of Virtualization Technologies

1) Performance; 2) Multi-tenancy; 3) Management; 4) Security; 5) Maintenance   

Virtual Machine
Secure, but

Poor Performance, Inextensible)
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Container
(Flexible, Extensible, Highly-performant

but Insecure)

Host Kernel

Container Runtime

Container
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AI Workload

Container
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(Flexible, Extensible, Secure, but Poor Performance
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Petaus AI Cloud Architecture

Heterogenous Workload Support
VM, Containers & Kubernetes

Multi-vendor XPU Support
NVIDIA, Intel, AMD and more

Low-latency and High Throughput
Storage & Network I/O Offload, NVLink

AI/ML/LLMOps Cloud-Native DevSecOps VNF/VMF/CNF/CMF Cloud Gaming

Petasus AI Cloud Service

Virtual Machines Containers Kubernetes
HOSTED

DISTRIBUTION

Focuses on providing GPUaaS with an emphasis on high performance and cost efficiency

NVIDIA GPU
B200/H100/A100

Intel 

GPU
Gaudi 2/3

AMD GPU
MI250X/MI300X

Rebel NPU
ATOM



NVLink and GDR Virtualization



NVLink

NVSwitch

SXM GPU

18 NVLinks

w/ 1.8TB/s

NVLink enables fast communication among GPUs for enhanced performance



GPUDirect RDMA (GDR)
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NUMA Aware PCIe Topo Arrangement

HGX B200 bare-metal

HGX B200 VM (208 vCPU, 1,800 GB Memory)

GPU Node Virtualization w/o Optimization

...GPU NIC GPU NIC

GPU NIC GPU NIC...

HGX B200 bare-metal

HGX B200 VM (208 vCPU, 1,800 GB Memory)

GPU Node Virtualization w/ Optimization

PCI: NUMA-aware topology emulation

GPU Interconnects: NVLink virtualization

GPU-NIC Interconnects: GDR virtualization

...GPU NIC GPU NIC

GPU NIC GPU NIC...

AS-IS TO-BE

PCIe 

Topology 

Arrangement

Strictly aligns with the HGX PCIe topology of bare-metal to realize GDR and GDS for VM 

https://github.com/kubevirt/enhancements/blob/main/veps/sig-compute/115-pcie-

numa-topology-awareness/pcie-numa-topology-awareness.md



Dev. and Vol. Assignment with KubeVirt

Cluster

Components

K8S API Server

VM manifest (yaml)

VM CR VMI CR

virt-controller virt-api
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uploadproxy

Kubernetes Worker Node
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Kubernetes Components
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KubeVirt Custom Resource
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kubelet

disk.imgPersistentVolume (PV)
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Virtualized GDR and NVLink!

18-lane NVLink

full-mesh

NIC → GPU cross 

NUMA node

NIC → GPU under the 

same NUMA node, but 

cross PCIe Switch

NIC → GPU under 

the same PCIe 

Bridge

VM provisioning with Virtualized NVLinks with GDR enabled on DGX/HGX B200



PXN in Rail-optimized Virtual Environment

Rail 1 Leaf Switch Rail 2 Leaf Switch Rail 3 Leaf Switch Rail 4 Leaf Switch Rail 8 Leaf SwitchRail 5 Leaf Switch Rail 6 Leaf Switch Rail 7 Leaf Switch

NVSwitch

1 2 3 7 84 5 6

NVSwitch

1 2 3 4 875 6

Spine Switches

Message path without PXN

Message path with PXN

GPU VM #1 GPU VM #2

Slow path with potential spine switch congestion, 3 hops required at least

Fast path with no congestion, only 1 hop required

PXN combines PCIe (GDR) and NVLink to reduce traffic flow and optimizes network traffic



GPU Fabric Isolation

HCA 01 ~ 04

Partition Table 0x7FFF

HCA 05 ~ 08

Partition Table 0x8001

HCA 01 ~ 04

Partition Table 0x7FFF

HCA 05 ~ 08

Partition Table 0x9FFF

HGX GPU Node #1 HGX GPU Node #2

Partition Table 0x7FFF, 0x8001, 0x9FFF

InfiniBand Switch

Unified Fabric Manager (UFM)

Subnet Manager
Partition Table 

0x7FFF, 0x8001, 0x9FFF

User/Admin
Assign VM to GPU cluster

Kubernetes
VM spawned with Label

Kubernetes 

Operator
Watch VM event

Query GPU cluster policy

Discovery VM’s HCA from UFM 

NVIDIA UFM
Subnet Manager

HCA @ VM
P_Key 0x7FFF configured

Policy

P_Key

0x7FFF

Continuou

s Watch

Full InfiniBand(IB) network isolation using Partition Key (P_Key)

Full remote GPU to GPU communication with GDR and GDS enabled



Thank you
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