
KEP Progress: 1.34 -> 1.35 -> 1.36
1.34 1.35 1.36

Streaming Encoding (5116) GA

WatchList (3157) Beta (default in client-go)

Snapshottable Cache (4988) Beta (default on)

Declarative Validation (5073) Beta GA

MutatingAdmissionPolicy (3962) Beta (default on) GA

Coordinated Leader Election (4355) Beta

Mixed Version Proxy (4020) Alpha

CBOR Serializer (4222) Alpha

Consistent Read from Cache (2340)

Manifest Admission Config (5793) Alpha

Corrupt Object Deletion (3926) Alpha

StorageVersionMigration (2339) Beta

Code freeze: March 18
Release:      ~April 22
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SIG API-Machinery – Getting Involved

Slack: #sig-api-machinery
kubernetes.slack.com

Meetings: Wednesdays
11:00 PT / 20:00 CET (biweekly)

Mailing List:
dev@kubernetes.io

GitHub:
kubernetes/community/sig-api-machinery

Chairs David Eads @deads2k Federico Bongiovanni @fedebongio

Tech Leads David Eads @deads2k Joe Betz @jpbetz Stefan Schimanski @sttts

We are always looking for contributors!

What is SIG API Machinery?

SIG API
Machinery

API Server Resource
Schema

Client LibrariesExtensibility

Reliability & Scale

request handling, admission
authN, authZ, serialization CRDs, OpenAPI, validation

defaulting, conversion

aggregation, webhooks
CEL policies

client-go, informers
watch, dynamic client

etcd interaction, caching, watch
list/watch performance, consistency

ap
is 

& 
ct
rls
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API Machinery Overview

API Handling

REST mechanics
Versioning
Serialization
(JSON, YAML, Proto, CBOR)

{}

</>

Resource Definitions / KRM

How built-in types
and CRDs are defined
Validation, Defaulting
Conversion, Apply, Patch
Subresources

Extensibility

Custom Resources
(CRDs, Aggregated API Servers)
Admission control
Inline logic (CEL)

+ +

+

Clients & Controllers

Language Clients
Typed and Dynamic
Discovery
Controller Managers
Informers

Reliability, Scale, Performance

...of API Servers
and Controllers
etcd interaction
Caching, Watch

Co-owned with sig-scalability

scale

API Machinery is NOT:

Not responsible for API review (@api-reviewers)
Not the owner of all APIs (owned by respective SIGs)
Not the owner of all controllers (owned by respective SIGs)
Not owner of kubectl (owned by SIG CLI)
Not owner of etcd (owned by SIG etcd)

Server Beta (on by default) since 1.32
Client on by default since 1.35

Before: 
LIST + WATCH (2 requests)

client-go

GET /api/v1/pods?limit=500

kube-apiserver etcd

WATCH /api/v1/pods?rv=X

event stream...

API server memory

After: 
WATCH only (1 request)

informer kube-apiserver watch
cache

API server memory

streams
from cache

Rollout Status

Server (WatchList gate) 1.32 ON on by default since then

Client (WatchListClient) 1.30 Beta 1.34 reverted! 1.35 informers OK

Why reverted in 1.34?
List() suddenly needed WATCH RBAC permission.
Informers already have both LIST+WATCH, so they're fine.
Bare List() calls broke -> removed from client-go List method.

Transparent Fallback
If server doesn't support
WatchList, client falls back
to regular LIST seamlessly.

controller-runtime
Gets WatchList for free
via client-go informers.
No code changes needed.

KEP-3157: WatchList
@p0lyn0mial (Lukasz), @sttts (Stefan)
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full paginated response
(allocates all in memory)

ADDED pod/a  ADDED pod/b  ADDED pod/c ...
BOOKMARK (rv=Y, annotation: initial-events-end)
MODIFIED pod/a  ADDED pod/d ...  (live)

WATCH ...?sendInitialEvents=true&resourceVersionMatch=NotOlderThan

shared
cache

full list copy 
in RAM

shared
cache

etcd

Wait for RV

Beta (on by default) since 1.32

After: 
WATCH only (1 request)

List() suddenly needed WATCH RBAC permission.
Informers already have both LIST+WATCH, so they're fine.
Bare List() calls broke -> removed from client-go List method.

controller-runtime
Gets WatchList for free
via client-go informers.
No code changes needed.

KEP-3157: WatchList
@p0lyn0mial (Lukasz), @sttts 
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The Watch Cache Trilogy – serving reads without etcd
@serathius (Marek Siarkowicz) + many others in SIG API Machinery

After: three features close all gaps

client
apiserver

watch cache
+ snapshots

etcd
rarely

1. Consistent Reads
KEP-2340  Stable 1.34

latest data from cache
with etcd progress notify

2. Snapshottable Cache
Beta 1.34

historical + paginated
from lazy snapshots

3a. Streaming Encoding
KEP-5116  Stable 1.34

send items one-by-one
no full-response buffer

3b. WatchList (KEP-3157)
Beta 1.34 on on server, 1.35 client

skip LIST entirely
informers use WATCH

But... what happens when the cache goes stale?
etcd defrag / overload / network partition  →  cache >3s behind  →  fallback to etcd LIST
etcd 17GB → 180GB, API server 50GB → 160GB memory  |  APF doesn't know cost changed

Before: only some lists were served from cache

Quorum reads
rv="" must hit etcd
no freshness proof

Paginated LISTs
continue tokens
need consistent snap

Large responses
full serialize in RAM
before sending

Alpha in 1.36
Gate: ShardableWatch

Problem: client-side sharding is wasteful

Before: every replica gets everything

apiserver

ALL events replica-0

replica-1

replica-2

filter
discard 2/3
discard 2/3
discard 2/3

3x network, 3x deserialize, throw away 2/3

After: server filters per shard

apiserver

shard 0-5

shard 5-A
shard A-F

replica-0

replica-1

replica-2

1/3 network each, no waste, FNV-1a hash

API: selector expression in ListOptions

GET /api/v1/pods?watch=true&selector=shardRange(object.metadata.uid,0000,5555)

Response: ListMeta { Sharded: true }  <- server honored the shard request

Shard key debate (Feb 4 SIG meeting)

UID only
well-balanced hash
but: single-type only
"evolutionary dead end" -Jordan

namespace + UID
collocates related objects
multi-type controllers work
less balanced, but growable

future: more keys
spec.nodeName (DaemonSet)
ownerReferences
CRD custom fields

Goal: KCM sharding
building block, not the
full solution yet
needs leader election too

64 bit range

72

KEP-5866: Server-Side Sharded Watch
@Jefftree (Jeffrey Ying)

CEL-based mutation — no webhook needed

request
matchRules
pods CREATE

CEL mutations[]
evaluate expressions
in-process, no network

patched obj

paramRef

ConfigMap or CR

Example: add sidecar to all Pods

apiVersion: admissionregistration.k8s.io/v1
kind: MutatingAdmissionPolicy
metadata:
  name: inject-sidecar
spec:
  matchConstraints:
    resourceRules:
    - apiGroups: [""]
      apiVersions: ["v1"]
      operations: ["CREATE"]
      resources: ["pods"]
  mutations:
  - patchType: ApplyConfiguration
    applyConfiguration:
      expression: |
        Object{
          spec: Object.spec{
            containers: [
              Object.spec.containers{
                name: "proxy",
                image: "envoy:v1.30" }]}}

apiVersion: admissionregistration.k8s.io/v1
kind: MutatingAdmissionPolicyBinding
metadata:
  name: inject-sidecar-binding
spec:
  policyName: inject-sidecar
  paramRef:
    name: sidecar-config
    namespace: default
    apiGroup: ""
    resource: configmaps

Two patch strategies:

ApplyConfiguration
SSA-style, merge semantics

JSONPatch
RFC 6902, precise ops

Before: MutatingAdmissionWebhook

apiserver

HTTPS

webhook

~2-10ms

deploy, TLS certs, availability, latency

After: MutatingAdmissionPolicy

apiserver + CEL
in-process eval

~0.1ms

no deploy, no certs, no external deps
declarative, auditable, portable

Execution order: built-in mutating MutatingAdmissionPolicy MutatingAdmissionWebhook

reinvocationPolicy: policies re-run if a later webhook modifies the object

KEP-3962: MutatingAdmissionPolicy
@jpbetz @cici37 @jiahuif
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v1alpha1(1.32) → v1beta1(1.34) → v1(1.36)
Gate: MutatingAdmissionPolicy KEP-5793: Manifest-Based Admission Config

@aramase @BenTheElder
Alpha in 1.36
Gate: ManifestBasedAdmissionControlConfig

"Static Pods for Admission Policies"

Control Plane Node filesystem

loaded at
startup

kube-apiserver

static policies

active BEFORE
first request

Admission

then

Invisible to the cluster

$ kubectl get validatingadmissionpolicies

NAME                    AGE
my-api-policy           3d    <- REST-based

(deny-privileged.static.k8s.io NOT shown!)

$ kubectl create vap deny-priv.static.k8s.io ...

Error: names ending in .static.k8s.io
are reserved for manifest-based config

Restrictions (isolated universe)
No paramKind (can't ref cluster objects)
No service refs (webhooks: URL only)
No dynamic credentials
fsnotify reload, atomic swap on change

Use case: managed platforms guarantee policies
cluster admin can't remove them via API

Replaces: ImagePolicyWebhook and friends
path to deprecate compiled-in admission plugins

kube-apiserver --admission-control-config-file=/etc/kubernetes/admission-config.yaml
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B-tree Snapshots in watch cache

pod-2  |  pod-5

pod-1 pod-3  |  pod-4 pod-6  |  pod-7

Snapshot
rv = 100 (immutable)

Event: MODIFIED pod-3

new rv = 101

Current tree rv=101

pod-2  |  pod-5

pod-3' |  pod-4

(modified pod-3)

SHARED (just pointers, no copy)

+300MB for 5k resources (1.3% memory overhead)

Paginated LIST finds the right snapshot

LIST rv=101
page 2, limit=500 find rv=100 rv=101 rv=103 rv=105

(current)
...

nextSmaller(102)

Serve from cache
NO etcd call!

Before: paginated LIST -> etcd 
(slow, GBs)

After: paginated LIST -> snapshot
(fast)

Compaction: 5 min
old snapshots pruned

nodes to modify

Complexity 🤯
What if it goes wrong?

Inconsistency Detection

cache FNV-64

etcd FNV-64

hash(ns+name+rv) per resource
Alpha: panic  |  Beta: fallback to etcd

= ?

etcd

2
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KEP-4988: Snapshottable API Server Cache
@serathius (Marek)

Alpha 1.33 -> Beta 1.34
Gate: ListFromCacheSnapshot

Before: Full-Buffer (1.30) Streaming LIST (5116)

watch cache

10k item ptrs

Serialize ALL
to buffer  ~2 GB

client

2 GB

watch cache

10k item ptrs

encode 1-by-1

p1 p2 p3 ...

client

~1MB

+ simple, well-understood
+ any client works

- 2 GB peak RAM per request
- client blocked until done
- gzip assumes single chunk

+ same LIST protocol, compatible
+ ~1MB peak (vs 2GB)
+ byte-identical response
+ gzip rewritten for chunks
- still collects full item set
- JSON + Protobuf only

LIST HTTP GET
PodList JSON

LIST HTTP GET
PodList JSON (chunked)

allall

🫣
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KEP-5116: Streaming List Encoding

Performance Wins

2-10x CPU reduction

20-50x latency drop

99.999% cache fresh

Requires etcd >= 3.4.25
progress notification
bug fix #15220

Key Design

Only LISTs from cache
GETs still go to etcd

APF cost is estimated
BEFORE storage call
-> fallback changes
   real cost silently
-> risk of overload
   (deep dive topic!)

Introduced resourceVersionMatch=NotOlderThan with rv=0 -> "serve from cache" -> the hinge enabling everything else in the trilogy
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KEP-2340: Consistent Reads from Cache Alpha 1.31 -> GA 1.32
Gate: ConsistentListFromCache

client

LIST rv=""

kube-apiserver

"what rev
are you at?"

etcd
rev=4217

cache
>= rev?

YESserve from
cache

80% of requests

NO RequestProgress()
on watch stream

every 100ms

ProgressNotify{rev=4217}

caught
 up!

99.999% fresh
 in tim

e

3s
timeout

fallback
to etcd LIST

memory explosion!
(deep dive topic)

existing WATCH
stream (always open)

FNV-1a
for each byte b: h ^= b h *= p

- Fast, no alloc, O(n)
- Non-cryptographic
- Use: hashmaps, checksums

prime p=1099511628211  
h0=14695981039346656037

Deep Dive: Server-Side Sharded Watch
Hash Flow:

pod-abc-123 FNV-1a 64-bit 0x3A7F...

Hash Space (hex, lexicographic):

0x0000 0x5555 0xAAAA 0xFFFF

Watcher 1 Watcher 2 Watcher 3

API Syntax (CEL-like, not CEL) – goal: extensible in the future

?selector=shardRange(object.metadata.uid, 0, 5555)

Feature gate: ShardableWatch (Alpha 1.36)
Shardable fields: UID, Namespace
Range: start <= hash(field) < end (hex strings, lexicographic)
ListMeta.Sharded=true for fallback detection

LIST rv=""
page 2, limit=500 find

which rv is etcd at?
etcd: 1021

@serathius (Marek)

🌐 https://kubernetes.io/docs/reference/using-api/api-concepts/#semantics-for-get-and-list

Semantics for list

Which RVs
to return

= quorum reads
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Consistent Read: Fallback Problem (March 2026)

LIST rv="" Cache
fresh?

Serve from Cache Fast, ~1MB
Low CPU

Fallback to etcd
100GB allocs!
APF cost wrong

> 3 sec

Problem: If etcd is overloaded, fallback sends MORE load to etcd — cascading failure

APF assumes cache cost for LIST, unaware of 100x more expensive etcd fallback

Proposed Solutions:

1. Push back to APF
Re-cost request on fallback

2. Streaming from etcd
Reduce memory per request

3. Fail & retry
Don't punch through at all

System designed to degrade in a way that makes things worse is bad

Active discussion, targeting solution before GA
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SIG API Machinery: �
SIG Updates and Deep Dive in the AI/ML Era
Dr. Stefan Schimanski, NVIDIA

kubernetes.io/docs  +  sig-scalability/thresholds.md
Upstream Tested (v1.35)

5,000 Nodes

150,000 Pods

300,000 Containers

110 Pods/Node

Nodes: 5k

130k

x26

Pods: 150k

~2M+

Closing the gap: Watch Cache Trilogy + Sharded Watch + Streaming Lists

All reads from cache, partition watchers by UID hash, stream without full buffer

Kubernetes Scalability Today – and yesterday
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Real-World AI/ML

Amazon EKS

100k nodes, 900k pods, 10M objects
800k GPUs / 1.6M Trainium chips

Google GKE

65k nodes (prod), 130k tested

OpenAI: 7.5k nodes for GPT-3/DALL-E

= quorum reads

= quorum reads

To Serve from (Watch) Cache or not from (Watch) Cache

fast but unsafe (stale cache)

safe but slow (quorum read to etcd every time)

/apis/v1/pods?

vs.

This is what controllers do on startup, but ....
did for long time
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The rv="0" Time Travel Problem
#59848 — Why initial LIST must be quorum read

etcd (source of truth)

API Server 2 (STALE) API Server 1 (fresh)

lagging! in sync

Cache sees: web-0/UID-1 on Node A Cache sees: web-0/UID-2 on Node B

Node A — Kubelet restarts

web-0 (UID-1) ZOMBIE!

Should be DEAD — but kubelet thinks it's alive

Node B — Kubelet starts

web-0 (UID-2) correct

Correctly scheduled here after reschedule

LIST rv="0"
gets stale UID-1!

LIST rv="0"
gets fresh UID-2

TWO web-0 RUNNING!
StatefulSet at-most-one BROKEN

Frame

paging ignored, fast but risking 60s timeouts

give me whatever you have in cache
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/apis/v1/pods?

/apis/v1/pods?

43Frame

1.30

1.35

List from cache

List from cache

List from cache

List from cache

 & 1.35+
58

GA

Beta (default in server)

StreamingCollectionEncodingToJSON/ToProto

WatchList

ListFromCacheSnapshot

DeclarativeValidation

MutatingAdmissionPolicy

CoordinatedLeaderElection

UnknownVersionInteroperabilityProxy

CBORServingAndStorage

ConsistentListFromCache

ManifestBasedAdmissionControlConfig

AllowUnsafeMalformedObjectDeletion

StorageVersionMigrator

Beta (default on)

Alpha

List from cache

List from cache

List from cache

List from cache

List from cache

List from cache

List from cache

List from cache

To Serve from (Watch) Cache or not from (Watch) Cache

resourceVersion="0"

resourceVersion=""

/apis/v1/pods?

vs.

resourceVersion="0"&limit=500&continue=a68sd76f8d

/apis/v1/pods?

/apis/v1/pods?

give me the latest from etcd

give me whatever you have, but in small chunks

resourceVersion="0"

resourceVersion=""

resourceVersion="0"&limit=500&continue=a68sd76f8d

KEP Progress: 1.34 -> 1.35 -> 1.36
1.34 1.35 1.36

Streaming Encoding (5116) GA

WatchList (3157) Beta (default in client-go)

Snapshottable Cache (4988) Beta (default on)

Declarative Validation (5073) Beta GA

MutatingAdmissionPolicy (3962) Beta (default on) GA

Coordinated Leader Election (4355) Beta

Mixed Version Proxy (4020) Alpha

CBOR Serializer (4222) Alpha

Consistent Read from Cache (2340)

Manifest Admission Config (5793) Alpha

Corrupt Object Deletion (3926) Alpha

StorageVersionMigration (2339) Beta

Code freeze: March 18
Release:      ~April 22

GA

Beta (default in server)

StreamingCollectionEncodingToJSON/ToProto

WatchList

ListFromCacheSnapshot

DeclarativeValidation

MutatingAdmissionPolicy

CoordinatedLeaderElection

UnknownVersionInteroperabilityProxy

CBORServingAndStorage

ConsistentListFromCache

ManifestBasedAdmissionControlConfig

AllowUnsafeMalformedObjectDeletion

StorageVersionMigrator

Beta (default on)

Alpha
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ListFromCacheSnapshot ✅
WatchList (client-go) ✅

beta, but on by default:

82

84

10

Are we done?
What is next?
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P
od

S
pecs in A

I are big.
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P
od

S
pecs in A

I are big
and

 uniform
.
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Please give feedback.

Before: Full-Buffer (1.30) Streaming LIST (5116) WatchList (3157)

watch cache

10k item ptrs

Serialize ALL
to buffer  ~2 GB

client

2 GB

watch cache

10k item ptrs

encode 1-by-1

p1 p2 p3 ...

client

~1MB

watch cache

iterate & send

ADDED p1

ADDED p2

ADDED p3

...

BOOKMARK

informer

~1M

+ simple, well-understood
+ any client works

- 2 GB peak RAM per request
- client blocked until done
- gzip assumes single chunk

+ same LIST protocol, compatible
+ ~1MB peak (vs 2GB)
+ byte-identical response
+ gzip rewritten for chunks
- still collects full item set
- JSON + Protobuf only

+ truly zero-buffer streaming
+ scales to any size
+ no full collection needed
+ first item arrives instantly
- WATCH protocol (not LIST)
- needs client changes (informer)
- RBAC: needs WATCH permission
- reverted in client-go 1.34

LIST HTTP GET
PodList JSON

LIST HTTP GET
PodList JSON (chunked) WATCH long-poll

ADDED events + BOOKMARK

Streaming LIST = memory optimization (same protocol)    |    WatchList = protocol change (truly streaming from source)

allall

🫣

, readded in 1.35

KEP-5116: Streaming List Encoding
KEP-3157: WatchList
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Alpha 1.33 -> GA 1.34
Gate: StreamingCollectionEncodingToJSON
Gate: StreamingCollectionEncodingToProtobuf@serathius (Marek)

FNV-1a
for each byte b: h ^= b h *= p

- Fast, no alloc, O(n)
- Non-cryptographic
- Use: hashmaps, checksums

prime p=1099511628211  
h0=14695981039346656037

apiVersion: apiserver.config.k8s.io/v1
kind: AdmissionConfiguration
plugins:
- name: ValidatingAdmissionPolicy
  configuration:
    apiVersion: apiserver.config.k8s.io/v1
    kind: ValidatingAdmissionPolicyConfiguration
    staticManifestsDir: "/etc/kubernetes/admission...
- name: MutatingAdmissionWebhook
  configuration:
    apiVersion: apiserver.config.k8s.io/v1
    kind: WebhookAdmissionConfiguration
    staticManifestsDir: "/etc/kubernetes/admission...

/etc/kubernetes/admission/

policies/
  deny-privileged.static.k8s.io.yaml
  require-labels.static.k8s.io.yaml
webhooks/
  security-wh.static.k8s.io.yaml

deny-privileged.static.k8s.io.yaml

kind: ValidatingAdmissionPolicy
metadata:
  name: deny-privileged.static.k8s.io
spec:
  matchConstraints:
    resources: ["pods"]
  validations:
  - expression: |
      !object.spec.containers
        .exists(c, c.securityContext
          .privileged == true)

Demo

https://kccnceu2025.sched.com/event/1tx9P/defusing-the-
kubernetes-api-performance-minefield-madhav-jivrajani-uiuc-

marek-siarkowicz-googlehttps://github.com/kubernetes/kubernetes/issues/59848

https://sched.co/2H66n

https://github.com/kubernetes/kubernetes/issues/137109https://github.com/kubernetes/kubernetes/issues/134375

https://github.com/kubernetes/enhancements/tree/master/keps/sig-api-machinery/3157-watch-list
https://github.com/kubernetes/enhancements/tree/master/keps/sig-api-machinery/3157-watch-list
https://github.com/kubernetes/community/blob/master/sig-scalability/configs-and-limits/thresholds.md
https://github.com/kubernetes/kubernetes/issues/134375#issuecomment-3952087283
https://github.com/kubernetes/enhancements/tree/master/keps/sig-api-machinery/3157-watch-list
https://kccnceu2025.sched.com/event/1tx9P/defusing-the-kubernetes-api-performance-minefield-madhav-jivrajani-uiuc-marek-siarkowicz-google
https://github.com/kubernetes/kubernetes/issues/59848
https://sched.co/2H66n
https://github.com/kubernetes/kubernetes/issues/137109
https://github.com/kubernetes/kubernetes/issues/134375

