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1,000 Services

5,000 Namespaces

7,500 Deployments

36,000 Pods

1,200 Jobs/CronJobs



Incident Prevention



Incident Prevention



Why migrate?



Incident Recovery



Protects again AZ failures
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But doesn’t protect us from 
ourselves.

High blast radius for 
operations:

● App Deploys

● Infra Updates

Regional Clusters
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Incident Scenario:
Regional vs Zonal
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Incident Scenario - Regional

Traffic drops 
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Incident Scenario - Regional

While root causing and hot fixing:

● Workloads have scaled down 
due to lack of traffic.

● When traffic recovers, 
workloads are overwhelmed.

● Backpressure as workloads 
scale, prolonging the issue.

!
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Zonal Scenario

● Outage is contained 
to ⅓ of region.

● Failover traffic to 
healthy clusters.

● Traffic shift back 
after recovery.



Reduce the blast radius of changes



Reduce the blast radius of changes

Faster time-to-recovery



Proof of Concept



Small scale

Create zonal clusters

Find volunteers to migrate

Proof of Concept



Success!



Success!
…kind of
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To put into perspective

2 Migrations in 3 months 
== 

1000 Migrations in 125 years



Migration Friction Points



Technical Challenges



Deployment System



OneTouch



K8s Manifestskube-gen

Service 
Config

Deploy Job

OneTouch System

Client CD Platform

Infrastructure



K8s Manifestskube-gen

Service 
Config

Deploy Job
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Core assumption: 
Regional Cluster



# cd.yml

stages:

- name: deploy-to-prod

     type: onetouchDeploy

     parameters:

       context: cluster-1

       environment: prod

# kube-gen.yml

environments:

production:

context: cluster-1

params:

minReplicas: 9

maxReplicas: 27

OneTouch



OneTouch Status: 
Maintenance Mode



Long and Messy Configs
{{ if eq .Env.Name "staging" }}
{{ else }}
{{ if eq .Env.Name "canary" }}
{{ else }}
{{ if eq .Env.Name "canary-baseline" }}
{{ else }}
{{ if eq .Env.Name "test-rc" }}
{{ else }}
{{ if eq .Env.Name "test" }}
{{ else }}
{{ if eq .Env.Name "test-hotfix" }}
{{ else }}
{{ if eq .Env.Name "test-train" }}
{{ else }}
{{ if eq .Env.Name "dev" }}
{{ end }}



“Service configs are too hard to maintain.”

“App teams don’t have the tooling to debug their 
service issues”

“I have no idea what half the things do and whether they matter or 
not.”



Deployment System

Service Migrations



# Prepare

# Get the current number of pods in the regional deployment.

kubectl --context "${CONTEXT}" --namespace "${NAMESPACE}" get "deployment/${APP_ENV}" -o=jsonpath='{.spec.replicas}'

# Set START_REPLICAS with the desired maximum scale during the migration

START_REPLICAS=30

kubectl --context "${CONTEXT}" --namespace "${NAMESPACE}" patch "hpa/${APP_ENV}-autoscaler" -p "{\"spec\": 

{\"minReplicas\": ${START_REPLICAS}}}"

# We work with the HPA for scale-in to allow easy reversibility.

STAGE_NUM=1

CUR_REPLICAS=$(( ${START_REPLICAS} - ${STAGE_NUM} * ${START_REPLICAS} / 6 ))

# Check current replicas.

echo "Scaling $(kubectl --context "${CONTEXT}" --namespace "${NAMESPACE}" get "deployment/${APP_ENV}" 

-o=jsonpath='{.spec.replicas}') to ${CUR_REPLICAS}"

# Teardown

kubectl --context "${CONTEXT}" --namespace "${NAMESPACE}" patch "hpa/${APP_ENV}-autoscaler" -p "{\"spec\": 

{\"maxReplicas\": ${CUR_REPLICAS}, \"minReplicas\": ${CUR_REPLICAS}}}"

STAGE_NUM=2

CUR_REPLICAS=$(( ${START_REPLICAS} - ${STAGE_NUM} * ${START_REPLICAS} / 6 ))

echo "Scaling $(kubectl --context "${CONTEXT}" --namespace "${NAMESPACE}" get "deployment/${APP_ENV}" 

-o=jsonpath='{.spec.replicas}') to ${CUR_REPLICAS}"

# Scale down

kubectl --context "${CONTEXT}" --namespace "${NAMESPACE}" patch "hpa/${APP_ENV}-autoscaler" -p "{\"spec\": 

{\"maxReplicas\": ${CUR_REPLICAS}, \"minReplicas\": ${CUR_REPLICAS}}}"

Service Migration

��
“Please don’t break”

Step 1 Step 2



Organizational Challenges



“Please trust us!”



Project Cellularization



Cells and CellSets: The Compute Abstraction

CellSet



OneTouch Refactor 
and Improvement



~50K>250
Lines of code addedPull Requests

OneTouch Refactor

~12K
Lines of code removed
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K8s Manifestskube-gen
Deploy Job

Cellular Deploy 
Job
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Client CD Platform

Regional Cluster CellSet

Core assumption: 
Regional Cluster

CellSet



Config Updates

OneTouch Changes CD Pipeline Changes
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Tooling Updates

$ k status --env staging        

...

NAME                                READY   STATUS    RESTARTS   AGE    CELL

banana-staging-5d47f94f68-6smcz   13/13   Running     0          2d5h   cell-1

banana-staging-5d47f94f68-vhkdb   13/13   Running     0          2d5h   cell-1

banana-staging-65bd5f6b9d-cnjft   13/13   Running     0          2d5h   cell-2

banana-staging-65bd5f6b9d-v2j8f   13/13   Running     0          2d5h   cell-2

banana-staging-7fgier9tud-djvi9   13/13   Running     0          2d5h   cell-3

banana-staging-7fgier9tud-wqyc1   13/13   Running     0          2d5h   cell-3



Dashboard Updates



Automated Service Migration
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(cell-1) (cell-2) (cell-3)

Scale 
down 
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(cell-1) (cell-2) (cell-3)

Cleanup



Spreading the message



Cellularization
The Cornerstone to Zonal 
Resilience, and How it Affects 
You 
HOST: Jordan Ly



*Cellularization team

PR Creation PR Merge Deployment
& MonitoringPR Review

We* create the 
PR to migrate 
environment(s) 
to cells and 
notify in shared 
slack channel.

Service team 
reviews and 
approves the 
PR.

We* merge 
the PR after 
approval.

Service team 
deploys via regular 
CD deployment & 
monitors.

Estimated Effort for Service Owners: ~0.5 day

PRs Automatically 
Approved and Merged 
After 3-Business Days



Documented everything



2025 Schedule

Scope = Stateless OT Projects



Execute



30%19
Total Compute on CellsServices Migrated

Beginning of 2025



Beginning of 2025



30-4010-20
Tier-2+Tier-0 or Tier-1

Batch Sizes by Service Criticality



Automated Pull Requests (via Refactorator)

create PR

test-service

config-migratorgit clone

Service 
Catalog

create Slack 
thread



Initial Thread Message

Nonprod (staging, test, etc)

Partialprod  (canaries)

Production



Underestimated the 
support demands



10% migrated by end of first month (Jan 2025)















Ω



Avg Service: Migration complete in 1-2 weeks



For Ω: Migrations could take months



Node Pools



Ω

Friday Night Deploys



ETCD Capacity Upgrades



The final Ω migration



Ω



“Prepare”
Scale

Up

“Finalize”
Scale
Down

Regional 
Compute 

Decreased 40%



Regional cluster 
deletion

Deletion



Jan 2025 Jan 2026



Celebrate



95%
Services migratedCompute running in cells

As of today



🎉
With 0 downtime!



Sept 2025: 
First full zonal failover 

in <10 mins



Still more work to do



“Service configs are too hard to maintain.”

“App teams don’t have the tooling to debug their 
service issues”

“I have no idea what half the things do and whether they matter or 
not.”



Better Debugging Tools



Simplifying Configs



Workload Placement Controllers for
PR-less Migrations



Please leave 
feedback


