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Model Training Communication

3-Tier Spine-Leaf Topology with workloads isolated in separate pods
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T = * Dense Models (e.g., Llama):
'Pod A (Left) Pod B (Right)

Dominated by All-Reduce,

with Intra-Rail Communication

Middle Layer
(Spine)

AL * MoE Models (e.g., DeepSeek):
Dominated by All-to-All, with

Combine)
Cross-Rail Communication
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Job A: Llama 3 Training (Dense Model) j Job B: DeepSeek-V3 Training (MoE Model)
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Core Layer
Spine Layer

Leaf Layer
GPU
Server
Racks
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Zone B: DeepSeek MoE Model (All-to-All Routing)

Z MokE Token Routing
(All-to-All Mesh)

’ KV Cache Transfer
(High Bandwidth P2P)

Zone A: Llama Dense Model (PD Separation)



Topology-Aware Placement for
Multi-Tenant Workloads
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TENANT LEGEND

[ Blue Pods = Tenant A (e.g., Search/Recommendation)
Green Pods = Tenant B (e.g., LLM Inference)
[@ Orange Pods = Tenant C (e.g., Offline Batch Job)

(SLA-driven) < 7 | X Scaling down and

&~
.

TENANT C: Scale-Down & Destroy |
Idle Resource Reclamation

TENANT B: Canary Deployment |
v2 Rolling Update alongside v1

(SLA-driven) traffic Deployment Scaling down & destroyed

Workloads from all tenants

should expand dynamically

across nodes to maximize

GPU Utilization

* Dynamic deployment and
destruction of tenant
workloads.

* Scaling of inference
instances, driven by Canary
Releases (Gray-scale) and

SLA-based Auto-scaling.



Intelligent Topology Scheduling: X

Strategies & Objectives

Strategies :
» Topology Anti-Affinity for unrelated Al workloads.
» Topology Affinity for inter-dependent tasks (e.g., PD separation).

* Topology Health Awareness to support Disaster Recovery.

Objectives :
* Performance
 Efficiency

* Network resource fairness



Native K8s Scheduler:
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Insufficient for Topology-Aware Scheduling

The Flat View vs. The Hierarchical Reality

The Scheduler’s View
Set-based Matching: Binary "In/Out"

o

Belongs to Rack-A?
[YES/NO]

The Physical Reality
Multi-Layer Hierarchy: Spine-Leaf/Fat-Tree

Blind Spot:
No Awareness of
y or Path Di:

Actual Pathl\\ <RF >
Cross-Spine 3
Communication
(Long Distance &
High Latency)
Label: Rack-A Label: Rack-B Label: Zone-1 ] @ Rack-B Rack-C

The Native kube-scheduler falls short in
Topology-Aware Scheduling with pod
nodeAffinity :

*  Manual Orchestration Overhead and
high risk of conflicts between
applications.

»  Topology Drift.

* Lack of a networking Hierarchical
Global View.

* No Gang Topology Scheduling.
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Hard Constraint:
Topology Filtering (Pass/Fail)

. KAIl-Scheduler

O
]
1 .. [ ] .
Spine A E» Pods . Spine B
PASS FAIL
l e l
O
B [ ] [l
"'4 1'- . ‘ /l
Rack 1 Rack 2 Rack 3 Rack 1 Rack 2 Rack 3
i Job Z
Pendin:
Queug (Too Large)

Hard Constraint: Topology Filtering (Pass/Fail).
Job Z is bounced because it cannot fit or is restricted.

&) kueue

Soft Constraint: Topology Affinity

(Magnetic Pull/Density) * A hierarchical topology view

* Topology Constraints

Modes :
Spine A Spine & Hard (Required) or Soft
100% // G strang (Preferred)

B ()OO0

Rack 1 \ Rack 2 \ Rack 3 Rack 1 Rack 2 Rack 3
Strong Pull ~ Weak Pull
Overflow

* Optimize the switch paths

for communication.

Soft Constraint: Topology Affinity (Magnetic Pull/Density).
Pods are preferentially attracted to Rack 1, causing density
and overflow.



Kueue: 5
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Topology-Aware Scheduling (TAS)

Kueue enhances kube-scheduler by managing quotas and

kind: Topology topology-aware scheduling, injecting NodeSelector or
spec: PodAffinity based on a logical topology tree.
levels:

- nodeLabel: "cloud.provider.com/topology-block"

- nodeLabel: "cloud provider.com/topology-rack® The Injection Flow: Kueue — Kube-Scheduler

- nodelLabel: "kubernetes.io/hostname" 4 THE GATEKEEPER A £ THE INJECTION 1 ( THE WORKER .
= Ntive
H H Free Slots: Kube-Scheduler
apiVersion: batch/v1 : a0%
0
k| nd: J Ob » I Fre;:'also‘sz [ Spine A | f Spine B
. Job Kueue Ps ’
D nt ineA  Spine B
tations: S S * ; acizye ol o e o) o e [ i i
annotations: Dasr\board Pods grouped tightly under “Spine A"
. AN
kueue.x-k8s.io/podset-preferred-topology: -| ;( Checks capacity & topology. ]—/ ;[ Constraint Injection ]—/ H[ Places Pods based on stamped constraint. ]*
"cloud.provider.com/topology-block" )

& THE WARNING (PRE-v1.35 STRATEGY)

# kueue.x-k8s.io/podset-preferred-topology

# kueue.x-k8s.io/podset-unconstrained-topology Optimistic Gang Scheduling (Reactive) /A\

Pods may be evicted if resources aren’t available after timeout.
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Network Topology Aware Scheduling

+ Constructs a logical hierarchical topology tree using Node
Labels or the HyperNode CRD.
+ Auto-Discovery for Inifiniband UFM.

kind: ConfigMap

networkTopologyTypes:

gpu-topology:

- nodelabel: "volcano.sh/hypercluster” # Tier 2

o " . THE SOURCE THE BRAIN THE ACTION
- nodelLabel: "volcano.sh/tor # Tier 1 (Physical Auto-Discovery) (Logic - Topology Generation) (Scheduling - Constraint Enforcement)

Auto-Discovery —p | YamL
108 Volcano Sy Volcano
e Controller - | =— | Job (YAML)

apiVersion: batch.volcano.sh/v1alpha b e / :
NVIDIA UFM /
ind: InfiniBand
kind: Job o HyperCluster [ highestTierAllowed: 1 (ToR Level) |

- nodelLabel: "kubernetes.io/hostname" # Tier O

(Root)
spec: |
networkTopology: : I ‘g‘
ToR TR |2y 2 L _x_ )| ToR
mode: soft # soft or hard 7k A Sl
BLOCKED:

highestTierAllowed: 1 [ | [ l g -

Node Node Node Node Node | | Node

(Leaf) (Leaf) (Leaf) (Leaf) (Leaf) (Leaf) Pods are forced to fit entirely under

ONE single ToR branch. Spreading
HyperNode Topology Tree across multiple ToRs is disallowed.



KAI-Scheduler:
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Network Topology Aware Scheduling

kind: Topology
spec:
levels:
- nodelLabel: k8s.io/zone
- nodelLabel: k8s.io/spine
- nodelLabel: k8s.io/rack
- nodelLabel: kubernetes.io/hostname
apiVersion: batch/v1
kind: Job
metadata:
annotations:
kai.scheduler/topology: "cluster-topology"
kai.scheduler/topology-required-placement: -|
"topology.kubernetes.io/zone"
kai.scheduler/topology-preferred-placement: -|

"topology.kubernetes.io/rack"

Replaces the default kube-scheduler to optimize GPU resource
allocation

Leverages Topology CRD and Node Labels to construct a
hierarchical network view

Highlight: joint topology constraints for PD Separation via Nested
SubGroups

Topology-Aware PD Separation

1
Hard Topology Constraint: |
Same Spine Block VT S R

L i SubGroup A " SubGroup B \‘,I i

i |
Spine Block 1 ! (Beade) :| | Spine Block 2
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Soft Preference:
Pack Rack 1

A 2 Rack 2.1 Rack 2.2 Rack 2.3
o0e a8
. . . . . S(}):ft P{e}{ereknge:
'acl acl
aee ead =3 =3 =3
aee aeae = = =
Rack 1.1 Rack 1.2 Rack 1.3 Rack 2.1 Rack 2.2 Rack 2.3




A Typical Case :

& o

Hierarchical Scale-Up & Scale-Out Networks

Input

VLLM Service

Full Topology

required: Logical Rack
(288 GPUs)

Spine Layer
(4 Switches)

preferred:
SuperNode
(NVLink)

= = o —

Left Pod (Logical Rack A)

Right Pod (Logical Rack B)

kind: Topology
spec:
levels:
- nodelLabel: k8s.io/spine
- nodelabel: k8s.io/rack
- nodelabel: k8s.io/superpod
- nodelabel: kubernetes.io/hostname
kind: Job
metadata:
annotations:
kai.scheduler/topology: "cluster-topology"
kai.scheduler/topology-required-placement: -|
"topology.kubernetes.io/rack"
kai.scheduler/topology-preferred-placement: -|

"topology.kubernetes.io/superpod"
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The Challenge:
* Schedulers rely entirely on Node Labels.

Build Topology

* Manual labeling is impossible at scale and

Hardware Layer The Detector Kubernetes Layer cannot adapt to changes.
(Data Sources) (The Component) (The Result)
(ER
—

—

‘ '
InfiniBand / RoCE | N = % The Solution:
Fabric \ /
of — Spine=s .
VaY) . —— :

\ (Scale-Out) ) Fetch Topology Detector: A dedicated
Topology

& Health Kubernetes component that bridges the

physical world and the logical scheduler.

/ Topology

NVLink Fabric Detector

(Scale-Up)

Core Responsibilities:

* Topology Discovery (Scale-Up & Scale-

Labels dynamically applied
based on topology data. Out)

* Health Monitoring



NVIDIA Topograph: 5 g

Built for NVIDIA Network Environments ™™

https://github.com/NVIDIA/topograph

A Kubernetes operator that automatically discovers network topology and labels nodes for Nvidia netwok environment.

NVIDIA Network Environments The Specialist Operator Labeled Kubernetes Node

|
- |

NVIDIA Quantum™ Switches
(InfiniBand) |

XTI 4 (
NVIDIA Spectrum™ Switches Auto Discovers &
(RoCE) Generates Labels
NVIDIA Topograph |
Operator

Labels Applied to Node

‘ NVIDIA-Native Topology
|
|

NVSwitch / NVLink Fabric
(GPU Interconnect)



Universal Topology Discovery:

Beyond NVIDIA
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The Universal Topology Controller Architecture

Diverse Hardware Source

Scale-Out Network
(e.g., SONIC OS Switch)

gNMI/
LLDP

Scale-Up Fabric
(Diverse Vendors)

OO

Broadcom UALink EthLink
PCle

Universal Controller

Vendor
CLI/ API

Universal Topology
Controller

Unified Topology

Cluster

Rack A Rack B
(Derived from SONiIC) (Derived from SONIC)

SuperNode ID 1
(Derived from
Vendor CLI)

SuperNode ID 2
(Derived from
Vendor CLI)



The Validation Challenge e B
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The High Priceof Validation

The Barrier The “Physical Environment”
(The “Expensive” Meaning) (The Target)

The “Software Logic”
(The Needs)

Card A (Scheduler)

Verify Kueue

Card B (App Policy)
®  Validate
Topology

4) Constraints

Card C (Custom Code)

Test Topology

=4 Builder
= o Component

Prohibitive
Hardware Cost

NVink GPU Servers



Large-Scale Topology Scheduling 5

Validation with KWOK

What is KWOK?

- THE CONTROL PLANE - REAL THE DATA PLANE - VIRTUAL + Simulate thousands of fake
Kind Cluster (Control Plane) Ghost Infrastructure (Virtual Nodes) d d Pod King |
noaes an ods, making it
]
@ @ @ @ @ @ @ @ @ ideal for validating
@ @ 1,000+ Virtual Nodes@ @ _ _
: . (s.mu|ated by KwoK) scheduling behavior at
Kind Cluster (Control Plane)
Y S 3 scale
( Schedule Decision based e Runnin
&_/ — - Y Pod ‘;, P IY)@ @
4PN e V Scenario:
API Server Target Scheduler KWOK Controller i Y
(KAI-Scheduler / Kueue) (KWOK) <

» Validate the behavior of

L Status: Real Running Binaries

@ MGr:Ury ?TB E @ @ @ schedulers such as Kueue,
@ @ @ @ @ @ @ @ KAI-Scheduler, and Volcano
@ @ @ @ @ @ @ @ - Verify application-defined

topology constraint policies




Large-Scale Network Topology X

Simulation with NVIDIA Air

https://air.nvidia.com

Building a Virtual Data Center in the Cloud

* Virtual Infrastructure:

The Interface The Simulation (The Core) The Automation Run Ubuntu VMs (no
GPU) and ethernet
_ Ry . |
RN Spine - m@ Switch (Cumulus Linux /
— d. z (Cumulus/SONIC) & . @\/
alr.nviaia.com 1i1n oouas == .
(SaaS Platform) R AP-Driven SONIC)
o eployment
i * Support APIs for CI
/& pipelines
&
Scenario:
B = « Develop and validate the

topology-building
component
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