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2012 - The beginning of CubeCraft







We had to grow fast



2016 - Scaling pain



“We Need Microservices”
Break apart existing monolith (into separate Spring boot apps)

Implement a proper server orchestrator

Eliminate the single point of failure



Breaking apart the monolith

… it took us 4 years!



2020 - The big success?



No



What the 2016 pivot taught us

The overarching lesson: Retiring a monolith is necessary, but not sufficient without a platform 
underneath

Led to a distributed and disjoint mess of random services

What we needed was a platform capable of actually running, discovering and scaling those 
services



Determined to get it right



A new starting point

Taking a platform-first approach

- What platform do we need to run our services and workloads well?
- Are we just solving this for ourselves?
- What tools are available to help us achieve this?

Getting the foundation right before building 



What are we solving

Minecraft is challenging to scale
- Players from all over the world
- PvP - latency sensitive 
- Lots of network attacks
- Large amount of dependencies 

(configs, pre-made worlds, plugins, …)  



What are we solving

Traditional scaling problems
- Lots of bandwidth
- Lots of compute (both RAM and CPU 

intensive)
- Lots of player data (stats, leaderboards, 

player worlds …)
- Lots of features (in-game, APIs, web 

panels)



The Rocket Platform



CubeCraft became a user
of the platform



Rocket Platform Overview

Game Platform
- Runs the game workloads
- Cloud and bare metal
- Metrics & Observability

Data Platform
- Supporting services
- Matchmaking
- Social features - parties, …
- Data storage - inventories, worlds, …



Rocket Data Platform

- Client connects to GraphQL gateway
- gRPC used internally



Rocket Game Platform



Tools - what can we use?

 



Quarkus

"Supersonic Subatomic Java" - Designed to run in Kubernetes



 



OKD

 

 



“Vanilla” Kubernetes 
wasn’t enough



Tuning K8s for games

SR-IOV attaching public interfaces in bare 
metal

- Overlay/CNI networks slow
- Using Multus to attach secondary 

networks
- Allow game traffic to flow over 

“metal”
- No need for meshes or overlays
- Managed same as any other bare 

metal server

ZRAM to improve node density
- In-memory swap (compressed)
- A large portion of data in RAM is 

repetitive

- Actively used on legacy 
infrastructure

- K8s is slowly getting there



Where We Are Now



The architecture today



The architecture today



We did deploy stuff - Data Platform

- Successfully deployed Data Platform
- ~5K GQL queries per second

from 1,600 online instances (game servers)
- 16TB of player data in MongoDB



We did deploy stuff - Games



CubeCraft as the flagship client

CubeCraft as the primary “client” of the Rocket platform
- Tension between hypotheticals and what is actually 

needed
- Building tech that scales, right away

Difficulties
- Maintaining an agnostic design
- Deciding what CubeCraft needs vs what Rocket needs



New tenants validating the platform



Our Roadmap
Deploy all CubeCraft workloads to Rocket

Continue growing the platform



Lessons Learned



Lessons Learned

- Understand your problem first, then chose the tooling.

- Do your research. There is most likely a tool or a solution for what you need.

- Treating your internal platform as a product changes how you build it.
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