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Virtualizing AI Infrastructure

what we will focus 

in this session



AI Infra. Virtualization with Petasus AI Cloud

Heterogenous Workload Support
VM, Containers & Kubernetes

Multi-vendor XPU Support
NVIDIA, Intel, AMD and more

Low-latency and High Throughput
Storage & Network I/O Offload, NVLink

AI/ML/LLMOps Cloud-Native DevSecOps VNF/VMF/CNF/CMF Cloud Gaming

Petasus AI Cloud Service

Virtual Machines Containers Kubernetes
HOSTED

DISTRIBUTION

NVIDIA GPU
B200/H100/A100

Intel 

GPU
Gaudi 2/3

AMD GPU
MI250X/MI300X

Rebel NPU
ATOM

Focuses on providing GPUaaS with an emphasis on high performance and cost efficiency



AI Data Pipeline

Data Ingest
Data 

Preprocessing
Training Inference Archive

High Capacity High Performance High Capacity

• Data Normalization

• Data De-duplication
• Store Training Data Set

• Checkpointing

• Store History, 

User data log
• Raw Data 

Collection

• RAG Vector DB Store

• KVCache based 

Inference Acceleration

AI Storage with High-Speed Fabric

RDMA Software Stack

InfiniBand iWARP RoCEv1 RoCEv2

AI Storages

AI Storage Virtualization Overview
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VFIO-PCI Driver

RDMA Communication

CSI based NVMe-over-TCP

Pros: Easy to integrate with K8S

Cons: perf. degradation

VF LAG based Native NFS/Lustre over TCP

Pros: High I/O throughput

Network optimization is not required 

Cons: Need to manage additional S/W* in VM

Additional config** for realizing HA

VF LAG based Native NFS/Lustre over RDMA

Pros: BareMetal grade performance 

Cons:  Need to manage additional S/W* in VM

Additional config** for realizing HA

Additional optimizations*** on RDMA

Can be resolved 

using Petasus

*) Lustreand multipath NFS Kernel Module

**) SR-IOV VF LAG  based HA

***) Need to enforce ECN, PFC for NIC and switch

AI Storage Virtualization (1/3)



AI Storage Virtualization (2/3)
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Virtual 

Function

VM
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Pros: applicable on any NICs

Cons: limited performance

Pros: improved performance

Cons: only for HA, not for aggregation

Pros: line-rate performance with aggregation

Cons: only available on ConnectX NICs

Options for Link Aggregation (LAG) to achieve HA and high-performance



AI Storage Virtualization (3/3)
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Device Attachment at KubeVirt

Cluster

Components

K8S API Server

VM manifest (yaml)
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Uses Kubernetes-native way to manage VM resource (CR) and provision containerized VM



KubeVirt Integration Architecture

CSI based NFS-over-RDMA

CSI Plugin based Integration (virt-blk)
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Experiment Network Topology



Thank you
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