[bookmark: _bghhajs0yj51]“AI Ethics Library Instruction and Educational Autonomy” [Text-Only Outline]
[bookmark: _hj851i1laf83]MLA | DLA 2026, Thursday, May 7, 10:45am - 11:45am
[bookmark: _kiur2afk7bh1]Presenter Contact Info
Ernest Anderson (he/him/his)
Research & Instruction Librarian at Towson University
ernestanderson@towson.edu
https://orcid.org/0009-0009-4746-0542 (← a work in progress)
[bookmark: _9vjot7tc51y0]Need the slides?
· Slide Deck (Google Slides)
[bookmark: _riokgjncupx9][Slide 1] Conference Title Slide
Our Stories, Our Shelves
MLA | DLA Conference 2026
[bookmark: _kbh5sfspa5fa][Slide 2] Don’t Miss!
[bookmark: _mnw7xnj6ab6q]50/50 RAFFLE
Tickets are $1 each and can be purchased from Conni Strittmatter or David Dahl! The winner takes home half the pot. 
[bookmark: _ibvw5v5jqnfk]SILENT AUCTION
Visit the Silent Auction in the exhibitor hall to place your bids before 10:45 a.m. on Friday, May 8th. 
[bookmark: _vyamilp43hmh]PUB QUIZ 
Thursday, May 7 
8:00 – 10:00 p.m.
Choptank Ballroom
[bookmark: _lm5jki5dhciy]KARAOKE
Thursday, May 7
8:00 – 11:00 p.m.
Windjammer
[bookmark: _br9wojt9xxfe][Slide 3] AI Ethics Library Instruction and Educational Autonomy
Ernest Anderson (he/him/his)
[bookmark: _ko2momvvhe5h][Slide 4] Additional Context
[bookmark: _eyjh06oyjh8a]About Me
· Employed at Towson University (faculty librarian)
· Research & Instruction Librarian
· I work with a lot of early career students
· Liaison to STM departments
· Not a STEM person, but pretty good at faking the lingo
· Early-ish career academic librarian (3 years)
· Recent-ish Texas expat (1 year)
· Previously at East Texas A&M University
· I have been doing “AI literacy-related stuff” for students, faculty, staff, and the public since Jan. 2023, often in environments with heavy AI hype/FOMO
[bookmark: _boyyfdpa08qz]About This Presentation
· I often have academic R&I librarian tunnel vision, so if your context is different, please share that!
· I am prone to going off on tangents - please catch me if I wander :)
· I have included sample slides I have used in classes. Please use and remix however you like.
· I also have full slide decks, including some on algorithmic bias, Gen AI & water, and AI detector tools. Email me if you want those!
[bookmark: _nk7l8sl8abrd][Slide 5] Icebreaker Question(s)
Option 1: What is one thing you already know about generative AI and ethics?
Option 2: What is one thing you want to learn about generative AI and ethics?
Slido Poll (anonymous by default) - you can also Join at slido.com #4684 263
[bookmark: _xg9jpf977hcx][Slide 6] Student Responses
· Get a read on the group’s interests and prior knowledge
· Help steer the conversation towards what they want to learn
· Student attitudes towards Generative AI are so much more diverse than usage stats imply
[bookmark: _bqm1frlt4rci][Image Transcript] One thing you already know about generative AI and [...]
· AI usage leads to reliance + a decrease in critical thinking skills
· Detailed prompts are important
· I know that AI’s use of water is detrimental to the environment and it could definitely cause psychotic breaks
· Generative AI is created by stealing & synthesizing copywriten [sic] material
· More water is used every day to cool the systems that produce generative AI
· AI is blurring the lines between fiction and reality (images)
· AI will soon cause more harm than good (in my opinion)
· That it’s expensive and a lot to create and manufacture
· Datacenters are a growing land use problem, their consumption of water resources
· AI is used differently in all types of fields
· AI can be wrong :) 
· It uses a lot of water to function / inaccurate resource / utilizing in class is cheating
· I know about the ongoing concerns of AI & copyright infringement in the spaces of education, music, & design
· AI is bad for our environment
· AI is known to take work from others without proper permission (art, writing, etc.) as well as using large amounts of drinking water
· Everyone has a different opinion on what ethics of AI should be
· It can make simple mistakes
· AI grows everyday & is slowly being implemented in everyday life
· AI takes a lot of water, and some data centers are located in places with a lot of water scarcity such as Arizona
· I already know that it uses a lot of water to function and run
· I know that AI ethics comes into play with rising energy costs for average Americans
[bookmark: _casp4o9jw0h9][Slide 7] Sticky Notes
I love getting physical responses & feedback from students so much, y’all. I am a sticky note die-hard for in-person classes.
Students can leave follow up questions with a choice of anonymity (I send answers to their instructor if they don’t leave me their email).
[bookmark: _hzmzv5rxx6cu][Image Transcript] One thing you want to know about generative AI and [...]
· How will AI effect [sic] the consumption of art?
· Could AI ever take over the medical workforce?
· I would like to know if there’s something specific you would have to put into AI for it to give you false information on a topic.
· Will AI be able to create on its own without human influence/prompting?
· I know it uses water,  but how does it actually use water?
· How does it even work
· Does answering questions take the same amount of resources as generating images or long text?
· Why is AI so accessible to the public? Why do they not put restrictions?
· Will AI take our jobs in the future?
· How can we identify bies [sic] in AI models?
· Why is generative AI more talked about than other forms of AI?
· I want to know how to use it to my advantage
· How does AI plagerize [sic] and steal information from people and their works?
· I want to know how far we will go with AI (being dependent) before serious regulations are put in place
· How does water get used in AI?
· How does it get all of its info?
· What are the ethical ways to be used in the workplace
· If we use AI like ChatGPT to generate password does it now know your password
· How can AI get me an A in a class
· How was AI created?
· Why is it important for companies to invest in so heavily
· Will AI take over the world? Moreover will lots of jobs be turned over to AI rather than humans?
[bookmark: _a0kviykev3vm][Slide 8] Focus Doodles!
Students can also take notes for themselves on paper if they wish, or doodle to focus.
They’re free to take their notes or leave them behind, but I do tell them if they draw me something cool, I will cherish it forever.
Many have taken me up on it.
[Drawings shown on this slide include abstract patterns, still-life illustrations of items from the classroom like computer monitors and headphones, cartoon dinosaurs and cats, an underwater scene of a seal swimming, and a creepy/intense face with giant eyes. Some students left thank-you notes for me. One memorable comment was the statement “AI chatbots are the demons from Frieren.”]
[bookmark: _wo1zmvm6ckvc][Slide 9] Educational Autonomy
(AKA setting students up to make their own informed choices about their information-seeking behaviors and technology use, AKAx2 the thing librarians have been doing for a really long time now)
[bookmark: _2rwsiuajywue][Slide 10] AI Literacy vs AI Opinion
[Image: political compass style graph where the horizontal axis is AI Literacy and the vertical axis is AI Opinion. The four quadrants are "well-informed, negative opinion," "well-informed, positive opinion," "less informed, negative opinion," & "less informed, positive opinion."] 
I have found this kind of framing helpful when planning AI literacy instruction, particularly in conversations with faculty (& when planning trainings for my colleagues). 
Gen AI can be a polarizing topic and it can help put people at ease to be reminded that the goal is education rather than persuasion.
Side Note: Shout-out to the folks in that pre-conference session with me yesterday who spoke on the value of authenticity & imperfect products. It resulted in this slapdash MS Paint edit of a meme template - enjoy!
[bookmark: _jejry1ja6snz][Slide 11] Unclear Expectations vs Rigid Rules
🎉 Many schools have taken the approach that it should be up to individual instructors to decide when, how, and if generative AI should be used in their classrooms. 👍 👍 👍 
❓ One of the most common types of feedback I get from students is that they want their instructors to give clear expectations about how they define acceptable use. Many instructors don’t.
In the same semester, a full-time undergraduate student might take
· one course where Gen AI use is banned completely
· one course where Gen AI use is mandatory with no way to opt-out
· two courses where instructors offer no guidance and leave them to guess what they’re expected to do
[bookmark: _bgck25k7dgb4][Slide 12] But students need AI skills for their careers!
· Which skills?
· Which tools?
· In which contexts?
How much decision-making power are we assuming our students will have in their future careers?
Are we showing them how to use one or two tools on the market today, or are we preparing them to chart the course for responsible AI use in the future?
“Universities are hearing from employers that they want students who know how to use these tools. This is not because the tools actually have shown much value-add — they want Gen Z to show them where the value-add is.” 
-Alex Hanna, April 2026
[bookmark: _izf8cppgv7mh][Speaker Note]
Quote from Alex Hanna, the director of research at the Distributed AI Research Institute (DAIR), in an April 2026 article from the Verge about Gen Z AI haters.
[bookmark: _u22otgrqa00v][Slide 13] Become Unmarketable!
“... Marketing efforts aiming to make AI more accessible to a broader audience by demystifying how AI works may inadvertently reduce consumers’ receptivity toward AI by making it seem less magical. Thus, marketing efforts targeting low-AI-literacy consumers may benefit from promoting an aura of magic around AI …”
· Tully, S. M., Longoni, C., & Appel, G. (2025). Lower artificial intelligence literacy predicts greater AI receptivity. Journal of Marketing, 89(5), 1–20. 
If students learn how the tools work, they are better positioned to evaluate use cases for a tool based on capability and context rather than hype.
[bookmark: _e56l44voqle5][Slide 14] Demystify It!
[bookmark: _e7q6h8d6w9il][Slide 15] What I’ve Learned Collaborating with Teaching Faculty
[bookmark: _995yvx8qn3al]There is a desire for support and collaboration!
· Standalone or follow-up sessions after a more typical library introduction
· Comparisons of traditional research methods vs those that include a Gen AI component
· Building sessions in collaboration with faculty
· Email and Zoom conversations to ask questions and talk about concerns
· Requests for faculty-focused workshops
[bookmark: _fba0bnfplzmt]… But I need to be up front about ways that I can/can not/will not assist.
· Clear explanation of what I mean by “AI Literacy” & what/how I teach
· AI ethics discussions vs Prompt Engineering 101 vs “D.A.R.E. for AI”
· I can’t tell if your student used ChatGPT (& AI detectors probably can’t, either)
· Workshopping ways for students to try AI tools (& ways they can opt out)
· Syllabus language for AI policy
[bookmark: _f3dorbhp33en][Slide 16] Gen AI Basics
[bookmark: _6heeud4x71gt]Concepts I try to get across even in short or multi-topic sessions:
· Standardized vocabulary
· Gen AI vs other types of AI, or at least specificity about which type I mean
· See also: ACRL’s AI Competencies for Library Workers, 2.1
· Gen AI is not sentient and it will give incorrect information
· Hallucination/Confabulation
[bookmark: _vbubd17qvfxw]When I have more time:
· Simplified explanation of the AI learning process
· Discussion activity about how the learning process relates to AI ethics or changes the end user experience
· Algorithmic bias
· Environmental impact
· Spread of misinformation
[bookmark: _kds4da5j8fe0][Slide 17 - Demo Teaching Slide 1] Terminology
[bookmark: _tu0ei7a19zkb]Generative AI (or “Gen AI”)
an AI tool that can produce new output as a response to users' prompts/requests based on patterns the AI found in its training data
output types can include text, images, video, audio, and more
[bookmark: _uko5u1ondfgq]Large Language Model (or LLM)
a type of foundation model that is the basis for many GenAI systems.
LLMs are trained on huge volumes of raw data and build upon data patterns (ex. the next word in a sentence)
[bookmark: _vpgd2za1wdqt]Chatbots
the interface through which users typically interact with a LLM. Chatbots are designed to match output to users' prompts.
examples: ChatGPT, Claude, Copilot, Gemini, Llama
[bookmark: _uv61mucadkiq]Definitions Adapted From
Lacy & Chedraoui, 2025 and Stryker & Scapicchio, 2024. 
[bookmark: _njz6iun5cff0][Slide 18 - Demo Teaching Slide 2] Predictive AI
Rather than producing content based on training data patterns, predictive AI models predict likely future outcomes.
Predictive AI models that are purpose-built for a specific task usually have limited datasets compared to those of a LLM.
Related concepts: Analytical AI & Discriminative AI (categorization)
[bookmark: _vbgs9hbqbvjv]Examples:
· Weather forecasting
· Sales/market analytics
· Medical/diagnostic AI
· Military intelligence & predictive policing
[bookmark: _ephu04dr6vfw]Definitions Adapted From
Carnegie Council, n.d.
[bookmark: _uf5ip1n3bfce][Slide 19 - Demo Teaching Slide 3] Important Notes
[bookmark: _emligsgyecll]GenAI is not intelligent.
Although language models are good at mimicking human writing, they are not truly thinking for themselves. They are replicating patterns and creating “average” output to match users’ prompts.
[bookmark: _4v135akskcn4]GenAI is not truthful.*
They only replicate the patterns they have observed in their training data. That “reality” does not always line up with the real world.
Models can (and do) draw unexpected or false conclusions.
(*This does not mean that GenAI “lies.” It is just not designed to tell the truth.) 
[bookmark: _ekrc23uz0p9y][Speaker Note]
Depending on the class & instructor, I will sometimes build upon the second statement to talk about the Harry G. Frankfurt Theory of Bullshit as a category of information - it isn’t a lie, it’s a statement made by a speaker who does not care if it is true or false.
[bookmark: _42kkzboppshk][Slide 20 - Demo Teaching Slide 4] Confabulation
(Often called “Hallucination”)
The tendency of chatbots and other GenAI tools to:
· Deliver false information with the same confidence as real facts
· Produce fake references/sources or mis-cite real sources
· Oversimplify or draw incorrect conclusions when summarizing
[bookmark: _wbhav98teoe2]The article summarized below does not exist.
[Screenshot of a prompt to ChatGPT: "summarise this article https://www.nytimes.com/2023/03/11/technology/chatgpt-prompts-to-avoid-content-filters.html" ChatGPT responds with a brief summary of a fictional New York Times article about how to use ChatGPT to bypass censored content.]
Attribution: Yilku1. (2023). ChatGPT hallucination. Wikimedia Commons.
[bookmark: _kenvw9yift97][Speaker Note]
Personally, I prefer the term “Confabulation” for many mostly opinion-based reasons. 1) I tend to find we can have more honest conversations about AI tools if we avoid personifying them. 2) It doesn’t feel accurate to give the issue a name that implies the model is “behaving wrong.” This issue is foundational to how these models were trained. 3) NIST’s guidance tends to use “Confabulation” and I picked it up there even if those guidelines aren’t a priority/actively being challenged by the current admin.
[bookmark: _1g4uavflw0u2][Slide 21 - Demo Teaching Slide 5] Learning: Training Data & Patterns
[bookmark: _3n6crcz3omhf]Dataset Assembly
Programmers assemble as much data as they can of the type they want the Gen AI model to reproduce (ex. text, photos, code).
Datasets are often cleaned to remove irrelevant or inappropriate content.*
[bookmark: _juvc5scdcymq]Data Labeling
Supervised learning: human data workers must provide context for items in a dataset.
Unsupervised learning: the program identifies patterns in unlabeled data.
[bookmark: _2kcv0zobdci4]Pattern Finding
The program detects patterns and learns to make predictions based on what is included in its data.
Programmers can fine-tune accuracy during this time.
[bookmark: _y860bxkktxiu]Reinforcement Learning
Programmers (or users of a Gen AI tool after it is deployed) identify good output vs bad output to teach the model to be more accurate.
[bookmark: _5osh6jnv66hq][Sources]
Brown (MIT Sloan, 2021).
*For more on dataset cleaning, see: Bender et al. (FAccT ‘21, 2021) section 4.1 and Xu et al. (arXiv, 2021).
[bookmark: _8kc3sadbpgnq][Slide 22] Discussion Activity
Consider the Gen AI learning process in the context of the ALA’s Core Values of Librarianship.
· What would Gen AI look like if it had been developed according to our profession’s values?
· How do you evaluate whether a use case for a Gen AU tool meets these values?
Talk with someone next to you. We’ll come back together as a group in a moment.
[bookmark: _8voqu7jm48dn][Speaker Notes - bonus questions]
· Where do you think extra caution should be taken by developers during the learning stages?
· What mistakes could happen?
[bookmark: _6vfz9du7ts99]Learning stages:
1. Dataset Assembly
2. Data Labeling
3. Pattern Finding
4. Reinforcement Learning
[bookmark: _b8p1z58e5y1n]ALA’s Core Values of Librarianship
· Access
· Equity
· Intellectual Freedom & Privacy
· Public Good
· Sustainability
[bookmark: _pyyrzcordzuw][Slide 23] Thank You!
CONTACT INFO:
ErnestAnderson@towson.edu
[bookmark: _z5xu414cfj49][Slide 24] Please take a moment to complete the program survey.
[bookmark: _143dk21na0an][Slide 25] Conference closing slide


























