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%Whoami

» Alexis Lothoré
» Living in Toulouse, France
» Linux engineer and trainer @ Bootlin
* Engineering company specialized in Embedded Linux
and Zephyr
e 28 people, mostly in France
* Very strong open-source focus
» Working on various eBPF topics
* selftests improvements
* ARMO64 support improvements
* KASAN support for eBPF programs

» Teaching a Linux debugging training course
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%Why this talk

» sometimes you have to deal with tricky bugs for which eaveman-debugging print-
debugging isn't enough, eg runtime-generated code, at non-static location
» knowing how to debug your system with a debugger then becomes a superpower

» This talk is a walkthrough guide about building a basic debugging setup, using the
opportunity to share (what | assume to be) some cool tricks.
» This isn't bleeding edge tech, just standard tooling
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%Why this talk

» sometimes you have to deal with tricky bugs for which eaveman-debugging print-
debugging isn’'t enough, eg runtime-generated code, at non-static location

» knowing how to debug your system with a debugger then becomes a superpower

» This talk is a walkthrough guide about building a basic debugging setup, using the
opportunity to share (what | assume to be) some cool tricks.
» This isn't bleeding edge tech, just standard tooling

Bonus: you will be able to make your console look like it comes from the Matrix
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Embedded Linux and kernel engineering

Linux Debugging basics

bootlin




4@} A GDB primer

» The official GNU debugger
» The standard interface is a CLI; a bit rough, but gives you superpowers:

e controlling execution: run, continue, next, step, stepi..
* break at precise places: break, watch, conditions..

®* memory monitoring and alteration: print, x..
» Can be used with a frontend, but knowing how the CLI works is highly beneficial

» Not the only debugger available, see LLDB

https://sourceware.org/gdb/

4/34
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Q} Warm-up: Userspace debugging

Local debugging

$ gdb my prog
(gdb) break my func

(gdb) run
# program runs until my func
(gdb) print foo
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4@} Warm-up: Userspace debugging

Local debugging Remote debugging
$ gdb my prog $ gdbserver :3333 my prog
(gdb) break my func
(gdb) run
# program runs until my func $ gdb my prog
(gdb) print foo (gdb) target remote 127.0.0.1:3333

(gdb) break my func
(gdb) continue

# program runs until my func
(gdb) print foo

Note: on Linux, GDB is based on the ptrace() system call
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Q}The real deal: kernel debugging

» How to “debug the branch you are sitting on” ?
» Multiple choices:
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%The real deal: kernel debugging

» How to “debug the branch you are sitting on” ?

» Multiple choices:
* (add printk, rebuild, re-deploy, re-boot, check logs, rinse, repeat)
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%The real deal: kernel debugging

» How to “debug the branch you are sitting on” ?

» Multiple choices:
* (add printk, rebuild, re-deploy, re-boot, check logs, rinse, repeat)
* make your kernel act as the debug server (KGDB), but it comes with limitations:
« breakpoints denylist
= can't interrupt the kernel with Ctrl+C
« arch support
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%The real deal: kernel debugging

» How to “debug the branch you are sitting on” ?

» Multiple choices:

* (add printk, rebuild, re-deploy, re-boot, check logs, rinse, repeat)

* make your kernel act as the debug server (KGDB), but it comes with limitations:
« breakpoints denylist
= can't interrupt the kernel with Ctrl+C
« arch support

* use a hardware probe (JTAG/SWD)
= needs the corresponding interface to be exposed
= can be expensive
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%The real deal: kernel debugging

» How to “debug the branch you are sitting on” ?

» Multiple choices:
* (add printk, rebuild, re-deploy, re-boot, check logs, rinse, repeat)
* make your kernel act as the debug server (KGDB), but it comes with limitations:
= breakpoints denylist
= can't interrupt the kernel with Ctrl4-C
« arch support

* use a hardware probe (JTAG/SWD)

= needs the corresponding interface to be exposed
= can be expensive

® virtualize your environment
= eg: QEMU in system mode
= the emulator acts as a debug server
= works very well if you don't depend on very specific hardware emulation

14
PootliN - Kernel, drivers and embedded Linux - Development, consulting, training and support - https://bootlin.com 6/34


https://www.kernel.org/doc/html/next/dev-tools/kgdb.html
https://www.qemu.org/docs/master/
https://bootlin.com

4@} Virtualized kernel

» Let's assume we want to work on an x86__64 kernel:
$ gemu-system-x86 -m 4G -kernel <your bzImage>

» and voila, you have a running kernel ready for debugging !
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*Virtualized kernel
OO«

Let's assume we want to work on an x86__64 kernel:

$ gemu-system-x86 -m 4G -kernel <your bzImage>

Ok, not really, we are missing a ton of stuff..

Machine View
P542281
1543601
0545081
1546371
547621
0548831
)550121
551301
0552631

)575781 Kernel Offset

FEFFFEFBO
——=[ end Kermnel panic - not syncing: UFS: Unable to mount root f

.0585301

QEMU x

? lock_release+Oxdf /0x310

7 panic_on_this_cpu+0Ox1
mount_root_generic+

7 __pfx_mount_root_generic+

7 init_mknod+0x3

7 mount_root
prepare_namespace+0x201,/0x2

7 __pfx_prepare_namespace+0x10-0x10
7 fd_install O
cernel_init_freeable+0x58e/

? __pfx_kernel_init+Ox10,/0x10
kernel_init+OxZ1

7 __pfx_kernel_init+0

ret_from fork+0x573,/0x

T pfx_ret_from_fork+

kernel_ini
m_fork_asm+

% from OxffffffffH100 00 (relocation ran
f fEDEFELEFE)

on unknown-block(©,0) 1
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4@} (Better) Virtualized kernel

$ gemu-system-x86 \

[...]

-cpu host \

-enable-kvm \

-nodefaults -display none -serial mon:stdio \

-drive file=<your rootfs.ext4>,if=virtio \

-virtfs local,path=<host path>,mount tag=<a random tag>,security model=mapped \
-device driver=virtio-net,netdev=net0 \

-netdev tap,id=net0,ifname=tap0O,script=no,downscript=no \

-append "console=ttySO root=/dev/vda ip=10.0.0.2:::255.0.0.0::eth0" \
-gdb tcp:localhost:1234 \

[...]

Death by a Thousand Parameters
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4@} (Transparent and Easier) Virtualized kernel

» virtme-ng from Andrea Righi can do all the heavy lifting:
e wraps QEMU and offers plenty of cool options

$ cd linux

# Tune your kernel configuration

$ vng -b

$ vng -r <your kernel img> --root=<your rootfs dir> --debug

» You can see the actual QEMU command line with vng --dry-run [...]
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4@} (Transparent and Easier) Virtualized kernel

» virtme-ng from Andrea Righi can do all the heavy lifting:
e wraps QEMU and offers plenty of cool options

$ cd linux

# Tune your kernel configuration

$ vng -b

$ vng -r <your kernel img> --root=<your rootfs dir> --debug

» You can see the actual QEMU command line with vng --dry-run [...]
» It works for cross-compilation too ! (eg: running an ARM64 kernel on x86_64)
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4@} Debugging our virtualized kernel

» When started with --debug, our emulator runs our development kernel and acts as a
debug server:

$ gdb vmlinux

(gdb) target remote localhost:1234
(gdb) break do execveat common
(gdb) continue

» And that's it, we can start debugging our kernel: set breakpoints, control execution,
print memory...
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Debugging use cases
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4@} Next challenge: KASAN shadow memory

» KASAN is a kernel development/debug feature allowing to track memory
programming mistakes (out-of-bounds and use-after-free)

» It is based on a shadow memory area that tracks memory validity

» The shadow memory is tested for each access (load or store) to the memory
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4@\1 KASAN shadow memory at init/alloc/dealloc

Main

Shadow

PP
AP
DY
PP
AP
>
>YIPX
AP
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4@\1 KASAN shadow memory at init/alloc/dealloc

Main

Shadow

DPPX
>PIPX
>IPX
23 | 23
>
>3 | 23
>PPX

DR
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% KASAN shadow memory at init/alloc/dealloc

Main

Shadow

>
>
>
>YP<
>
>
>
>
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4@} KASAN shadow mapping

» There is a 1-to-1 mapping between a memory granule (generally, 8 bytes) and its
corresponding shadow memory:

shadow = (granule addr >> KASAN SHADOW SCALE SHIFT) + KASAN SHADOW OFFSET

» When a memory granule can not be accessed, the corresponding shadow bytes
encode the reason:
* slab freed (0xFB)
* slab red zone (0xFC)
* invalid vmalloc area (0xF8)
¢* etc

» How to monitor/debug those memory updates ?
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% GDB custom commands

» Let's define a custom command to dump some shadow memory !
* takes an address and size
* prints the corresponding shadow memory + a few bytes before + a few bytes after
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% GDB custom commands

» Let's define a custom command to dump some shadow memory !

* takes an address and size

® prints the corresponding shadow memory + a few bytes before + a few bytes after
» We just need a few standard GDB commands: define, x, set, printf, eval
» We will save it in a GDB script file to ease reuse

* can be loaded manually in gdb, or even automatically if stored correctly (.gdbinit)
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% GDB custom commands

define dump kasan_ shadow
if $argc !'= 2
printf "Usage: dump kasan shadow <address> <len>\n"
else
set $ mem addr = (unsigned Llong)($arg@) - (unsigned Llong) ($arg0)%8
set $ mem len = (unsigned long)($argl)
set $ shadow addr = ($ mem addr >> 3) + OxdffffcOOOOOOCOO0O
set $ shadow len = $ mem len >> 3
if $ shadow len % 8 != 0
set $ extra shadow = 8 - $ shadow len % 8
else
set $ extra shadow

Il
oo

end
printf "KASAN shadow for %d(+%d)B@%lx:\n", $ mem len, $ extra shadow*8, $ mem addr
x/8bx $ shadow addr - 8
printf "-\t-\t-\t-\t-\t-\t-\t-\t-\t-\t-\t\n"
eval "x/%dbx $ shadow addr", $ shadow len + $ extra shadow
end
end
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% GDB custom commands

(gdb) dump kasan shadow name 11
KASAN shadow for 11(+56)B@ffff888008a4ebcOd
Oxffffed1001149d70: Oxfc Oxfc Oxfc Oxfc Oxfc Oxfc Oxfc Oxfc

0x03 Oxfc Oxfc 0x00 Ox00 Oxfc Oxfc

Oxffffed1001149d78: 0x00

17/34
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4@} Improving the workflow: TUI

» gdb is a pure command-line tool, not very convenient when needing to perform
advanced manipulations

» we could use some GDB frontends, but they can be a hassle to configure for our
kernel-specific, remote setup
» in-between, we have the TUI |

(gdb) tui enable

(or C-x C-a to toggle on/off the TUI)
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The TUI

./arch/x86/include/asm/irgfla

I
* "=rm" is safe here, because "pop" adjusts the stack before
it evaluates its effective address -- this is part of the

* documented behavior of the "pop" instruction

*

asm volatile \n\t

ASM_OUTPUT_RM (flags
/* no input */

return flags

static __always_inline void native_irq_disable(void

asm volatile("cli

static __always_inline void native_irq_enable(void

asm volatile

__always_inline void native_safe_halt(void

x86_idle_clear_cpu_buffers:
asm volatile

static __always_inline void native_halt(void

x86_idle_clear_cpu_buffers
asm volatile

L37  PC: Bxffffffff83e2e74f
native_irq_disable () at ./arch/x86/include/asm/irgflags.h:37
arch_local_irq_disable () at ./arch/x86/include/asm/irqflags.h:114
default_idle () at arch/x86/kernel/process.c:769
Oxffffffff83e2e9fc in default_idle_call () at kernel/sched/idle.c:122
OxfFffffff8157e132 in cpuidle_idle_call (stop_tick=<optimized out>) at kernel/sched/idle.c:199
do_idle () at kernel/sched/idle.c:355
OxffFfffff8157e8f3 in cpu_startup_entry (state=state@entry=235) at kernel/sched/idle.c:454
Oxffffffff83e2f21c in rest_init () at init/main.c:727
BxFFFFFFFF863F8d42 in start_kernel () at init/main.c:1185
OxFFFFFFFf86413984 in x86_64_start_reservations (real_mode_data=real_mode_data@entry=8x13c18 <error: Cannot access memory at address 8x13c18>) at arch/x86/kernel/head64.c:310
OxFFFFffff86413ac5 in x86_64_start_kernel (real_mode_data=8x13c1@ <error: Cannot access memory at address 8x13c18>) at arch/x86/kernel/headé4.c:291
Oxffffffff8132aee4 in secondary_startup_64 () at arch/x86/kernel/head_64.5:418
0x000000841f0f2e66 in 22 ()
0x00841f0f2e660000 in 22 ()
0x1fBf2e6600000000 in 2?2 ()
0x2e660600000000084 in ?? ()
0x0000600000841F8f in 22 ()
8x0000008418F2e66 in 22 (
0x008410f2e660000 in ?? ()

"gdb vmlinux" 16:
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4@\/ Improving the workflow: custom TUI

» the TUI can display different views: command, source, assembly and registers
» you can create your own layout with those views

(gdb) tui new-layout my layout {-horizontal {{-horizontal src 1 asm 1} 2 cmd 1} 3 regs 1} 1
(gdb) layout my layout

» you can even implement your own TUI panes with the Python API
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Improving the workflow: custom TUI

fs/exec.c
1887 I
1888 * We move the actual failure in case of RLIMIT_NPROC excess from
1889 * set*uid() to execve() because too many poorly written programs
1890 * don't check setuid() return code. Here we additionally recheck
1891 * whether NPROC limit is still exceeded.
1892 3
1893 if ((current->flags & PF_NPROC_EXCEEDED
1894 is_rlimit_overlimit(current_ucounts
1895 return -EAGAIN
1896
1897 /* Ve're below the limit (still or again), so we don't want to make
1898 * further execve() calls fail. */
1899 current->flags PF_NPROC_EXCEEDED
1908
1901 CLASS(bprm, bprm)(fd, filename, flags
1902 if (IS_ERR(bprm
1903 return PTR_ERR(bprm
1984
1985 retval = count(argv, MAX_ARG_STRINGS);
1986 if (retval
1987 return retval
1988 bprm->argc = retval
1909
1918 retval = count(envp, MAX_ARG_STRINGS
1911 if (retval < @
1912 return retval
1913 bprm->enve = retval
1914
1915 retval = bprm_stack_limits(bprm
1916 if (retval
1917 return retval
1918
1919 retval = copy_string_kernel(bprm->filename, bprm
1928 if (retval < @
1921 return retval
1922 bprm->exec = bprm->p
1923
1924 retval = copy_strings(bprm->envc, envp, bprm

UCOUNT_RLIMIT_NPROC, rlimit(RLIMIT_NPROC

gdb) source demo/gdbinit_bpf

gdb) b do_execveat_common

Breakpoint 1 at Bxffffffff81f37750: file fs/exec.c, line 1884.
gdb) ¢

ontinuing.

Switching to Thread 1.7]

hread 7 hit Breakpoint 1, do_execveat_common (fd=fd@entry=-108, filename=fil

Bxfffff
OxFfiff
Bxfffff
Bxfffff
OxFfiff
oxifife
Bxfffff
Oxfiff

OxFfiff
Bxfffff
oxffff

Oxffife
OxFFFff
Oxfrff

Oxffife
OxFFfff
Oxfrff

Oxffife
OxFfffe
OxFFeff
Oxffife
OxFFiff
OxFFFff
oxfrff

oxfrff

Oxfiff

OxFreff

OxFFFFF
OxFFFFF

OxFFFFf
OxFFFFF
OxFFFFF
OxFFFTf

fff81£3785a
8137860

fff81f37867

fff81£37869
ff81f3786e

ff£81£37870

fff81£37876

8137880
ff£81£37883

ff£81£37887

£813788h
ff£81£3788e

ff£81£37891

8137894

f££81£37896
Ff81£37898

£813789a

f££81£378a0
fff81f378a3
ff81f378a6
f££81£378a8
Fff81f378ab
ff81f378ae

fff81£378h1
£81378b6
£81£378b9

F£81£378bb

£81f378¢1

fff81£378d1
f££81£378d3

ff£81£378d5

fff81£378df
fff81£378e3

ff£81f378e6

fff81f378ea

<do_execveat_common+266>
<do_execveat_common+272>
<do_execveat_common+279>
<do_execveat_common+281>
<do_execveat_common+286>
<do_execveat_common+288>
<do_execveat_common+294>
<do_execveat_common+384>
<do_execveat_common+307>
<do_execveat_common+311>
<do_execveat_common+315>
<do_execveat_common+318>
<do_execveat_common+321>
<do_execveat_common+324>
<do_execveat_common+326>
<do_execveat_common+328>
<do_execveat_common+330>
<do_execveat_common+336>
<do_execveat_common+339>
<do_execveat_common+342>
<do_execveat_common+344>
<do_execveat_common+347>
<do_execveat_common+350>
<do_execveat_common+353>
<do_execveat_common+358>
<do_execveat_common+361>
<do_execveat_common+363>
<do_execveat_common+369>

<do_execveat_common+378>
<do_execveat_common+383>
<do_execveat_common+385>
<do_execveat_common+387>
<do_execveat_common+389>
<do_execveat_common+399>
<do_execveat_common+483>
<do_execveat_common+486>
<do_execveat_common+418>

jne
mov
xor
call
test
jne

BxffFFFFFf81f37b25 <do_execveat_common+981>
0x98(%rax),

,
Oxffffffff814d5c56 <is_rlimit_overlimit>

BxffFFFfff81f37af4 <do_execveat_common+932>

movabs $0xdffffc8006000000,

mov
shr

)
$0x3,

movzhl (' X 1),

mov
and
ELL
cmp
jl
test
jne
mov
and
mov
mov
mov
mov
call
mov
mov
cmp
ja
call
mov
test
Js

)
$0x7,
$0x3,

)
BxffFFFFff81£378a8 <do_execveat_common+336>

,
BxffFfffff81f37b78 <do_execveat_common+1856>
Bx2c(’ Do
$0xef,

,

)
)
,8x2c(%rbp)
BxFFFFFFFF81£348d8 <alloc_bprm>
)

)
$OxFEEEFFFFTTEfon,
DxFFFFFF78137958 <do_execveat_common+526>

BxffFFFFF£81£33c10 <count>
)

)

BxfFFFFFFF81£37958 <do_execveat_common+512>

movabs $8xdffffceeee000000,

lea
mov
shr

8x70(%r15),

,
$0x3,

movzbl (%rdx,frax,1),

try=exfFff

gdb) n

3308, argv=argvlentry=..., envp=envp@entry=...

, flags=flags@entry=8) at fs/exec.c:1884

Ho_execveat_common (fd=fd@entry=-188, filename=filename@entry=8xffff888008e83308, argv=argv@entry=..., envp=envp@entry=..., flags=flags@entry=8) at ./arch/x86/include/asm/current.h:23

gdb) ¢
ontinuing.

try=OxFfff

hread 7 hit Breakpoint 1, do_execveat_common (fd=fd@entry=-108, filename=fil
gdb) n

2808, argv=argv@entry=..., envp=envp@entry=...

, flags=flags@entry=8) at fs/exec.c:1884

Register group: general
Oxffff88800c7ac068
Bxc7aed00

X
0x1fff£110018f5c86
0x8
Bxffff8888065ac50
Oxffff8880064c5888
0xffffc9000124feb8
Bxffffffff815d86dc
8x1ffff11008ch588a
0xffffed1000ch588h
Bxffffed1806ch586h
xffff888008e82868
8x55h9382b650

0x8
Oxffff88800c7ae068

Bx287
0x18

BxfFFFFFf81£378c7 OxFFFFFfff81378c7 <do_execveat_common+375>

-1313914308139904
209379328

1
2385826585284926478
8

-131391532908464
Bxffff3888064c5880
Bxffffc9888124feb8
-2124609828
2385826585272088394
-20821988124661
-28821988124661
-131391496086912
94538999969360

(]

-1313914308139904

[ I0PL=B IF SF PF CF ]
16

r—Backtra

Bxffffffffg10e012f i
8x000055h9382b5¢0 in 22 ()
8x0000855h9382b668 in 22 (
6x888055fh93820aed in ?? ()
8x88B055fh9382b668 in 22 ()
6x0000855h9382b720 in 22 (
6x88B055fh9382b658 in 2?2 ()
0x0000000000000246 in ?? ()
6x0000060660000008 in 2?2 (
8x88807fb694592748 in 22 ()
8x88007ffd27efBf9d in 22 ()
OxfffffffFFFFfffda in 22 (
rLocal Variabl

#0 do_execveat_common (fd=fd@entry=-100, filename=filename@entry=0xffff883008

#1  Oxffffffff81f37céd in __do_sys_execve (filename=<optimized out>, argv=8x55

#2 __se_sys_execve (filename=<optimized out>, argv=94538999969368, envp=94538

#3 __x64_sys_execve (regs=<optimized out>) at fs/exec.c:2015

#4  Oxffffffff83e284h6 in do_syscall_x64 (regs=8xffffc9088124ff58, nr=<optimiz
do_syscall_64 (regs=0xffffc9000124ff58, nr=<optimized out>) at arch/x86/en

entry_SYSCALL_64 () at arch/x86/entry/entry_64.S:121

retval = <optimized out>
bprm = @xffff838608c7aeB00

Ho_execveat_common (fd=fd@entry=-188, filename=fil y=0xffff 2800, argv=argv@entry=..., envp=envp@entr , flags=flags@entry=8) at ./arch/x86/include/asm/current.h:23
Ho_execveat_common (fd=fd@entry=-100, filename=filename@entry=8xffff888808e82808, argv=argv@entry=..., envp=envp@entr i =

Ho_execveat_common (fd=fd@entry=-188, filename=fil y=Bxffff 2808, argv=..., argv@entry=..., envp=..., envp@entry=..., flags=flags@entry=8) at ./include/linux/err.h:78
Ho_execveat_common (fd=fd@entry=-188, filename=fil y=0xffff 2800, argv=argv@entry=..., envp=..., envp@entry=..., flags=flags@entry=8) at fs/exec.c:1985

gdb) [|

[home-alex8:gdb*

"gdb vmlinux" 16:22 29-Sep-2
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4@} TUI: Single-Key mode

» typing full commands is tedious and slows you down
» the TUI comes with a Single-Key Mode, can be entered with C-x s
» you now get an experience similar to an integrated IDE

» If the keystroke does not match a shortcut, you get a GDB command prompt

C

n.

i

S

V.

. continue
next

: step into
. step

info locals
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4@} Next challenge: runtime-generated instructions

» our current setup works pretty well with kernel static code

» but the kernel can generate machine code at runtime !
e ftrace trampolines
e BPF programs
* kprobes

» gdb can’t know in advance about the location of the code we want to debug !

Let’s explore this issue with the eBPF example
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4@} An eBPF primer

» A powerful technology allowing to inject user programs in the kernel at runtime
» Used for networking, security, monitoring, debugging...

» Allows to virtually hook anywhere in the kernel
» Event-driven

myprog.bpf.c

¢ clang

myprog.bpf.o >

userspace tool

userspace I ‘
kernel

myprog
attach

program runs
on event

https://bootlin.com/doc/training/debugging/debugging-slides. pdf
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4@} Our problem

myprog.bpf.c E

\J

myprog.bpf.o

userspace I

kernel I
BPF /| {x86_64/

JIT compiler

attach

myprog
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_ BPF /x86 machine code

#include <linux/bpf.h>

#include <bpf/bpf helpers.h>

SEC("tcx/ingress")

int sample(struct _ sk buff *skb)

{

char msg[] = "Hello!";

bpf trace printk(msg,
sizeof(msg));

return 0;

b

char LICENSE[] SEC("license")

C code

10:

O 0O NO B WNPEFO

b4) wl = 33

6b) *(ulé *)(rl0 -4)
b4) wl = 543452274
63) *(u32 *)(r10 -8) = rl
(18) r1 = 0x6f57206f6c6c6548
(7b) *(u64 *)(rlo -16) = rl
(bf) r1 = rilo

(07) rl += -16

(b4) w2 = 14

(85) call

rl

bpf trace printk#-355520

11:
12:

(b4) wo = 0
(95) exit

BPF code

0 O s~ OO

14:
1b:
20:
24:
29:
2c:
36:
3a:
3d:
41:
46:
4f:
54:
56:
57:

endbr64

nopl (%srax,%rax)
nopl (%rax)
pushg  %rbp

movq %rsp, %rbp
endbr64

subq $16, %rsp
mov 1 $33, %edi

movw %di, -4(%rbp)
mov'l $543452274, %edi
mov 1 %edi, -8(%rbp)

movabsq $8022916924116329800, %rdi
movq srdi, -16(%rbp)

movq %rbp, %rdi
addq $-16, %rdi
mov 1 $14, %esi

sarq $5, %09s:-962900675(%rip)
callqg Oxffffffff818e48d0

xorl %eax, %eax
leave
jmp Oxffffffff83e20f90

x86 code
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PootliN - Kernel, drivers and embedded Linux - Development, consulting, training and support - https://bootlin.com

26/34


https://bootlin.com

_ BPF /x86 machine code

#include <linux/bpf.h> 0: (b4) wl = 33
#include <bpf/bpf helpers.h> 1: (6b) *(ul6 *)(rl0® -4) = rl
SEC("tcx/ingress") 2: (b4) wl = 543452274
int sample(struct _ sk_buff *skb) 3: (63) *(u32 *)(r10 -8) = rl
{ 4: (18) rl = 0x6f57206f6c6c6548
char msg[] = "Hello!"; 6: (7b) *(u64 *)(rle -16) = rl
. 7: (bf) rl = ril0
bpfﬁtraceiprlntk(msg, 8: (07) rl += -16
sizeof(msg));
9: (b4) w2 = 14
return 0; 10: (85) call
} bpf trace printk#-355520
char LICENSE[] SEC("license") = "GPL"; 11: (b4) wO = 0
12: (95) exit

C code

BPF code

0 O s~ OO

14:
1b:
20:
24:
29:
2C:
36:
3a:
3d:
41:
46:
4f:
54:
56:
57:

endbr64

nopl (%srax,%rax)
nopl (%rax)
pushg  %rbp

movq %rsp, %rbp
endbr64

subq $16, %rsp
mov 1 $33, %edi

movw %di, -4(%rbp)
mov'l $543452274, %edi
mov 1 %edi, -8(%rbp)

movabsq $8022916924116329800, %rdi
movq %rdi, -16(%rbp)

movq %rbp, %rdi

addq $-16, %rdi

mov 1 $14, %esi

sarq $5, %09s:-962900675(%rip)
callg Oxffffffff818e48d0O

xorl %seax, %eax

leave

jmp Oxffffffff83e20f90

x86 code

How to easily debug the running program instructions ?
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4@\/ General algorithm

» identify a specific program to debug by its name
» at load time, break at a place where both the name and the address are known
* right after the JIT step: bpf prog kallsyms add
* the (truncated) name is in prog->aux-=>name
* the JITed program address is in prog->bpf func
» add a breakpoint on prog-=bpf func if prog->aux->name matches the target program
name
» resume execution, wait for the breakpoint to trigger when the program is executed
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4@} Breaking in JITed BPF program

define bpf-break
if $argc !'=1
printf "Usage: bpf-break <program name>\n"
else
set $bpf target name full = "$arg0"
eval "set $bpf target name = \"%.15s\"", $bpf target name full
b bpf prog kallsyms add
commands
silent
set $ prog = (struct bpf prog *)$rdi
set $ name (char *)$ prog->aux->name
if $ streq($ name, $bpf target name)
printf "Caught program %s loading\n", $bpf target name full
del $ hit bpnum
break *$ prog->bpf func
end
C
end
end
C
end

14
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Breaking in JITed BPF program

—Register group: general
mov $0x8 0x13200000132 1314259992882

call fffef Bx55a611a28728 94171748796200

mov  $6x68, 9x8 8

mov ) i 8

add $ 8 i Bxffffc908814a7fb8 -68473117868104

mov $6x8 Bxffffc900014a7d48 Bxffffc900814a7d4d

mov Bxffffc900014a7de8 Bxffffc900814a7des

bootlin

xffffffffc

rnel, drivers and embedded Linu

BABg3d i

88898 i

Be

pBA8YY i

B889c i

B@8al i

BABgab i

[ No Source Available ]

c088089¢
60008al

poxffffffffcoo008ab mov $0x73, Hedi
] c

8e9e1
6009082
888983
fcB866984
c0860985

call
call

mov
movabs
mov
LLVELE
mov

fff814hd25

<bpf_probe_read_kernel>

£8152b8d0 <bpf_get_current_pid_tgid>

,-8xB(%rbp)
$0x25206d6172
,-8x18(
$0x702867

movabs $

mov

movabs $

mov
mov
add
mov
mov
mov
call
xor
pop
pop
leave
ret
int3
int3

,-6x23(

,
$BxFFFFFFFEFFFFFFAE,

£814bfd60 <bpf_trace_printk>

Development, consul

8x1

8x5

8x208
Bxffff38886813c420
Bxffffc90BB14a7eb8
Bxffffc900014a7fh8
8x8
Bxffff888867a52730
BxffffffffcOn0B8ab
Bx202

Bax18

Bx18

8x8

8x8

0x8

8x8

Bx7f8a9c3ff740
Bxffff8880ba97000
8x8

8x380856833
Bx7f8a9c59a28e
8x79d3886

Bxf78efB

Bx1

Bxde1

Bx1f88
v2_double = {8x8,
[

x
5

512

-131391504086112
-68473117868448
-68473117868104

0

-131391511255248
OxfFFFFfFc00008a6

[ 10PL=6 IF ]

16

2%

0

8

0

0

148233303652168
-131388508999680

0

[ PG AM WP NE ET MP PE ]
1482333053344 14

[ PDBR=31187 PCID=6

[ CET PKE SHAP SMEP OSXSAVE PCIDE FS

1
[ NXE LMA LME SCE ]

[ IH DM ZM OM UM PM ]
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4@} Learning more tips and tricks

» We have actually started reimplementing an existing kernel tool
» see scripts/gdb/bpf.py
* allows to break into a BPF program based on its loaded name (you need to know the
program tag, eg: bpf prog 4e612a6a881a086b t race_execve)

* builds and injects on-the-fly debug info to be able to debug C code from the BPF
source !
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bpf.py

/home/alexis/src/ebpf/linux_x86_64-kasan/tools/testing/selftests/bpf/progs/execve_tracker. Register group: general
1 #include OxffffffffcBB00899 <bpf_prog_548e98f1f4374876_trace_execve+129> mov » 6x8 ]
2 #include <bpf/bpf_helpers.h OxffffffffcBB0089c <bpf_prog_54Be98f1f4374876_trace_execve+132> add $BxFFFFFFFFFfffffds, 8x55fh9382b728 94538999969576
3 #define __TARGET_ARCH_x86 BxffffffffcB0008a8 <bpf_prog_548e98f1f4374876_trace_execve+136> mov $0xs, 6x0 8
4 #include <bpf/bpf_tracing.h OxffffffffcBB008a5 <bpf_prog_54Be98f1f4374076_trace_execve+141> call  Bxffffffff818e2698 <bpf_probe_read_kernel> 8xe (]
5 #include <bpf/bpf_core_read.h BxffffffffcB0088aa <bpf_prog_548e98f1f4374876_trace_execve+146> mov $6x68, i Bx8 8
6 Oxffffffffcoe008af <bpf_prog_54Be98f1f4374876_trace_execve+151> mov 5 i Bxffff88808e50b43c -131391399349188
7 SEC: OxffffffffcB8008b2 <bpf_prog_54Be98f1f4374076_trace_execve+154> add ) Bxffffc9808129fc58 Bxffffc9868129fc58
B int BPF_KPROBE_SYSCALL(trace_execve, const char *path, char *const _Nullable argv BxffffffffcBB008b5 <bpf_prog_548e98f1f4374876_trace_execve+157> mov -0x28(’ )5
char *const _Nullable envp Bxffffffffco0088b9 <bpf_prog_548e98f1f43740876_trace_execve+161> mov 5 ex1
‘\B OxffffffffcBB008bc <bpf_prog_548e98f1f4374876_trace_execve+164> add $oxffffffffffffffds, Bxffff88808e50a208 *131391399353856
1 { OxffffffffcBB008cB <bpf_prog_548e98f1f4374876_trace_execve+168> mov $oxs, Bx1fff£920008253f83 2385835450873694883
12 int pid = bpf_get_current_| gid() & BxFFFFFFFF; Oxffffffffce0008c5 <bpf_prog_540e98f1f4374876_trace_execve+173> call  Oxffffffff818e2690 <bpf_probe_read_kernel> Bxffff88800e50a8a8 -131391399352168
13 char fmt 3 OxffffffffcBB008ca <bpf_prog_548e98f1f4374076_trace_execve+178> mov $oxe0, Oxffff88806e509d88 -131391399355008
14 OxfffffffcBBB08cT <bpf_prog_548e98f1f4374076_trace_execve+183> add B Bxffffc9800129ffh8 8473119998024
15 bpf_trace_printk(fmt, sizeof(fmt), pid, path); Oxffffffffceee88d2 <bpf_prog_548e98f1f43740876_trace_execve+186> mov 5 Bxffff88808e56h4b8 -131391399349064
16 return 6; Oxffffffffceee88ds <bpf_prog_548e98f1f43740876_trace_execve+189> add $OxFFFffFffefffffds, Bxffffc96008161008 -608473138081792
17} OxfffffFfcBB008d9 <bpf_prog_548e98f1f4374076_trace_execve+193> mov $ex8, Bxffffffffc00088e6 OxffffffffcA0808e6 <bpf_prog_548e98f1f43748
18 Oxffffffffceee88de <bpf_prog_548e98f1f4374876_trace_execve+198> mov B 0x282 [ I0PL=8 IF SF ]
19 char LICENSE[] SEC g Oxffffffffce088el <bpf_prog_548e98f1f43740876_trace_execve+281> call Bxffffffff818e2698 <bpf_probe_read_kernel> ex1e 16
Roxffffffffce0008es X ¥ OxfFFfFffF81a121cd <bpf_get_curren!
Oxffffffffceee88eb <bpf_prog_548e98f1f4374876_trace_execve+211> mov $0x73, bpf_prog_548e98f1£4374076_trace_execve () at /home/alexis/src/ebpf/linux_x
OxffffffffcBe088f8 <bpf_prog_548e98f1f4374876_trace_execve+216> mov ,-0x8(’ ) Bxffff8888089849898 in ??
OxfFFfffffcO0008F4 <bpf_prog_548e98f1f4374876_trace_execve+228> movabs $0x25206d6172676F72, Bxdff£c0000000000 in ?? ()
BxffffffffcBe088fe <bpf_prog_548e98f1f4374876_trace_execve+238> mov ,-8x18( ) 0x800855£h9382b668 in ?? ()
Oxffffffffco008982 <bpf_prog_548e98f1f4374876_trace_execve+234> movabs $8x7828676e696e6e75, Oxffffc9088129fchd in ?? ()
OxffffffffcBB0098c <bpf_prog_54Be98f1f4374876_trace_execve+244> mov ,-0x18( )] OxfFFFFFff81f37be5 in __x64_sys_execve (regs=8xffff88800e56b43c) at fs/exe
OxffffffffcO008910 <bpf_prog_548e98f1f4374876_trace_execve+248> movabs $0x7220642520737365, Bxffffc9000129fee8 in ?? ()
OxffffffffcBBBB91a <bpf_prog_54Be98f1f4374876_trace_execve+258> mov ,-0x28( ) Oxffff8880898c1a58 in ?? ()
Oxffffffffco00891e <bpf_prog_548e98f1f4374876_trace_execve+262> movabs $8x636f72782877654e, 0x0000000000EOBEAT in __ksymtab_bpf_fentry_shadow_test ()
OxffffffffcB800928 <bpf_prog_54Be98f1f4374876_trace_execve+272> mov »-8x28( ) Oxffffffff818f3bed in bpf_dispatcher_nop_func (ctx=8xffffc90@0129fe68, ins
OxFFFFFFFFcBRBRY2C <bpf_prog_548e98f1£4374876_trace_execve+276> mov it __bpf_prog_run (prog=8xffffc98088161888, ctx=<optimized out>, dfunc=<optim
OxFFFFFFFFCOBRB92F <bpf_prog_548e98F1F4374876_trace_execves219> add  $OxFFFFFFFFFFFFFfds, bpf_prog_run (prog=Bxffffc9e088161808, ctx=<optimized out>) at ./include/1
OxffffffffcB008933 <bpf_prog_548e98f1f4374876_trace_execve+283> mov $6x22, #12 bpf_prog_run_array (array=<optimized out>, ctx=<optimized out>, run_prog=<
OxFFFFFFFFCBABBY38 <bpf_prog_540e98F1£4374876_trace_execve+288> mov X #13 trace_call_bpf (call=call@entry=0xffff8888898c1a58, y=exffifed
BxffffffffcBB0093a <bpf_prog_548e98f1f4374876_trace_execve+298> mov 5 #14 BxfFFFFfff81962dc5 in kprobe_perf_func (tk=Bxffff8880098c1c00, regs=<optim
Oxffffffffceee893d <bpf_prog_548e98f1f4374076_trace_execve+293> call  Bxffffffff818e9edd <bpf_trace_printk> #15 BxfFFFFFff813c9608 in kprobe_ftrace_handler (ip=18446744071594802148, pare
OxffffffffcBB00942 <bpf_prog_548e98f1f4374876_trace_execve+298> xor 5 #16 Bxfffffffce4BeBda in 22 ()
OxfffffffcBB00944 <bpf_prog_54Be98f1f4374076_trace_execve+388> pop #17 8x0600660800660808 in 22 ()
r—Local Variabl
loading @xffffffffceee0818s bpf_prog 540e98f1F4374876 trace_execve > No locals.
gdb) b bpf_prog_548e98F1£4374876_trace_execve
Breakpoint 1 at 8xffffffffc0000818: file /I\ume/alex)s/slc/ehpf/hnux x86_64-kasan/tools/testing/selftests/bpf/progs/execve_tracker.c, line 8.
gdb) ¢
ontinuing.
Switching to Thread 1.7]

hread 7 hit Breakpoint 1, bpf_prog_548e98f1£4374876_trace_execve () at /home/alexis/src/ebpf/linux_x86_64-kasan/tools/testing/selftests/bpf/progs/execve_tracker.c:8
gdb) n

_asan_load1 (addr=8xffffc90008146000) at mm/kasan/generic.c:270

gdb) fin

Run till exit from #8 __asan_loadl (addr=8xffffc90800146008) at mm/kasan/generic.c:270

pxffFFFFFfcB080855 in bpf_prog_548e98F14374076_trace_execve () at /home/alexis/src/ebpf/linux_x86_64-kasan/tools/testing/selftests/bpf/progs/execve_tracker.c:8
gdb) n

_asan_load8 (addr=8xffffc9808129fed8) at mm/kasan/generic.c:273

gdb) fin

Run till exit from #8 __asan_load8 (addr=0xffffc9888129fed8) at mm/kasan/generic.c:273

Ixff£fFFFfc0000882 in bpf_prog_54Be98f1£4374876_trace_execve () at /home/alexis/src/ebpf/linux_x86_64-kasan/tools/testing/selftests/bpf/progs/execve_tracker.c:8
gdb) n

gdb)

[home-alex8:gdb* "gdb_vmlinux" 16:25 29-Sep-24|

We now see the BPF source code !
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4@\/ Conclusion
9

» Knowing how to use GDB in Linux gives debugging superpowers
» Don’t be afraid to dive into the documentation

» Learn the shortcuts, increase your workflow speed !

» Automate the tedious debugging tasks
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Thank you ! Any questions 7
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